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Abstract    / 
 

Most of industrial robotic assembly tasks today require fixed initial conditions for 
successful assembly. These constraints induce high production costs and low 
adaptability to new tasks. In this work we aim towards flexible and adaptable robotic 
assembly by using 3D CAD models for all parts to be assembled. We focus on a generic 
assembly task - the Siemens Innovation Challenge - in which a robot needs to assemble 
a gear-like system composed of a base plate, two different shafts and three different 
gears into an operating mechanism.  

As part of this thesis, we established real and simulated environments, consisted of a 
KUKA LBR IIWA 14 R820 anthropomorphic robotic manipulator, to which we added 
a SAKE ROBOTICS EZGripper, an Intel RealSense D415 depth camera mounted on 
the gripper, a table and 3D printed parts. To bridge the simulation-reality gap, we 
focused our research on depth images and processed both real and simulated images 
with a few steps, before using them for pose estimations.  

We present a high-accuracy two-stage pose estimation procedure based on deep 
convolutional neural networks. The first stage includes detection and coarse pose 
estimation using images taken from a distal point of view. The second stage includes 
high-precision refinement of pose estimation and classification of near-symmetries 
using images taken from close-up and canonical views. The networks are trained on the 
simulated depth images with means to ensure successful transfer to the real robot. 

We performed 58 experiments in reality and obtained an average pose estimation error 
of 2.16 millimeters and 0.64 degree, leading to 91% success rate for robotic assembly 
of randomly distributed parts. To the best of our knowledge, after asking the Siemens 
representatives, this is the first time that the Siemens Innovation Challenge is fully 
addressed, with all the parts assembled with high success rates.  

Our work includes several contributions. First, we show that for an assembly task with 
given 3D CAD files, an accurate pose estimation algorithm can be trained to achieve 
high assembly success rates. Second, we show that a two-stage method -  including a 
stage bringing the sensor close to the part in a canonical pose - can significantly boost 
pose estimation accuracy. Third, the simulation-to-reality gap can be significantly 
bridged by using depth images and the assembly task can be learned from simulated 
images only. Forth, we established correlated real and simulated environments that can 
be used for many future researches.  
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1. Introduction     f 
 

Robots in manufacturing and assembly tasks are often lacking perception, making it 
necessary to place the parts to be manipulated in pre-defined positions using fixtures or 
part feeders. The installation of such structured environments is a time-consuming 
process, which induces high costs. To enable the next advance in robotic 
manufacturing, where a large variety of products is likely to be manufactured in small 
production volumes (Industry 4.0), robots need to be endowed with adaptive and 
flexible skills. By flexible we mean that the initial pose of the parts to be assembled are 
not constrained to be in an a-priory known fixed position, but rather be arbitrarily placed 
in the workspace of the robot. By adaptive we mean that training of a robot for a new 
assembly task will be fast and simple requiring mostly learning of the new task in 
simulation with minor training or adjustments on the real robot. This is in sharp contrast 
to the current status in industry, where the use of robots is costly and adaptation to new 
tasks requires time-consuming efforts on the real robot. Our goal is to obtain flexible 
assembly based on recent advance in machine learning, computer vision and depth 
sensing.  

In this research we aim to perform a robotic kit assembly task. The term ‘kit assembly’ 
refers here to the task of placing a set of rigid parts in a pre-defined spatial arrangement 
to form a whole connected system. A typical assembly task is provided in the Siemens 
Innovation Challenge [1] (See figure 1). In this challenge a robot needs to assemble a 
kit composed of a base plate, two different shafts and three different gears into an 
operating mechanism. This task is highly challenging and requires millimeter accuracy 
in positioning of the parts. A slightly easier task, which is of equal importance in 
industrial applications is ‘kitting’ or ‘bin picking’ [2], which consists of picking a set 
of pre-defined parts from surfaces or containers and placing them in pre-structured cells 
of a box (the ‘kit’), which is then sent for assembly in further processing stages. This 
task is simpler in terms of the required accuracy, but may pose other challenges, for 
example, due to presence of non-rigid objects, objects with high similarity and possible 
object occlusions. 

 

When all the parts of an assembly task are rigid and known a-priory as CAD models, 
the task can be completely defined in terms of start and end target poses of the parts. 
The target poses are naturally defined as relative part poses (pose of one part in the 

Figure 1: The Siemens Innovation Challenge parts, placed in random positions on the table and after assembly. 
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reference frame of the other) but can trivially be translated to the robot reference frame 
once the poses of all parts are estimated. In addition, the end effector pose required for 
a successful grasp of each part can be stated a-priory (in the part’s reference frame), as 
part of the task definition. This implies that an assembly task can be primarily reduced 
to pose estimation, provided that motion control is sufficiently accurate. 

One key for improving task performance is learning from larger training samples, which 
are obtained either on the real robot [3] or in a simulated environment [4] [5] [6] [7] [8] 
[9]. When a pose estimation algorithm is trained in simulation, techniques for adapting 
it to work on the real robot are required and may be challenging, especially for RGB 
images and wide scene views. Significant progress to bridge the simulation-reality gap 
has been made by using various techniques, such as domain randomization [4] [7], 
domain adaption - in which a map from simulated RGB images to real images is trained 
[4] - or relying exclusively on the use of depth images. We hypothesize that bridging 
the gap is simpler for synthetic depth images, which are more similar to their real 
counterparts than synthetic RGB images [9]. 

Our objective for this thesis is to enable robotic assembly tasks with high accuracy (the 
ability to bring an object exactly to a target pose) of less than 5mm and high robustness 
(the probability to accomplish the task of assembling all parts successfully) of over 
90%. To reach these objectives we make the following assumptions:  First, we assume 
that exact CAD models of all object of interests are available. Second, we rely 
exclusively on depth sensing. Third the depth sensor is mounted close to the robot’s 
end-effector. These factors allow for extensive training in a simulation environment, 
enable an easier adaptation to the real robot and enable higher accuracy due to the small 
distance between camera and manipulated objects, leading to faster adaptations to new 
tasks than currently available in industrial procedures. The importance of small sensor-
object distance is enhanced by the fact that current of-the-shelf depth cameras are of 
relatively low resolution compared to available RGB cameras. CAD models for all parts 
are usually available, since object designs are made in 3D design softwares before 
proceeding to production. When using 3D CAD models, all training can be done with 
simulated data only. A pose estimation algorithm for a new task may then be trained 
within several hours of computation. Hence, the approach – if successful – has the 
potential to be adaptive by enabling fast migration to new tasks.  

The thesis begins with literature review on pose estimation algorithms, flexible 
grasping and assembly methods and bridging the simulation-reality gap techniques. 
Next, we present the paper that was accepted to the ICRA 2019 conference, where most 
of our research is described (the paper in its conference format is present in appendix 
A). The following chapters describe the remained details of our research which were 
not explained or well detailed in the paper – our pose estimation algorithms, simulation 
environment and datasets creation and reality configurations. These chapters cover all 
the necessary topics for understanding the details of this research, in order to encourage 
other researchers to continue where we left off and perform further work in this field. 
In the following chapter we present a comparison to a three-stage method that has been 
developed during our research, and even though the additional stage was found to be 
redundant for our task, we think it can be useful in others. In the final chapter we discuss 
future research directions.      
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2. Literature review 
 

2.1 Pose estimation 

Pose estimation of an object starts with object detection, for which significant progress 
has been made in recent years [10] [11] [12]. In the recent vision literature, pose 
estimation is often performed for non-rigid objects like the whole human body [13] or 
the human hand [14]. For a rigid object, the pose in 3D is fully defined by 6 parameters 
(three translational and three rotational degrees of freedom). For robotic applications it 
is often sufficient to describe the pose of an object in the plane, which requires only 
three parameters (two translational and one rotational degree of freedom, see for 
example, the Cornell dataset [15] [16]).  

Several approaches for object pose estimation in robotic applications were employed 
including convolutional neural networks (CNNs). In [17], a method was developed to 
learn policies that map raw image observations directly to torques at the robot’s motors. 
The policies trained using a guided policy search method, with spatial soft-max for 
feature point finding. In [18], they present a system to infer and execute a sequence of 
human-readable program from a real-world demonstration. The system consists of a 
sequence of neural networks to perform tasks associated with perception, program 
generation, and program execution. The perception part of the system is based on 
image-centric domain randomization leveraging convolutional pose machines, which 
consists of a sequence of predictors trained to make dense predictions at each image 
location, and results in a vision-based network that can be applied to any camera, 
without assumptions about the camera pose or the presence of specific background 
features in the scene. 

When depth information is available, pose estimation can be addressed without 
learning, by registration of a 3D model and the observed point cloud using methods like 
Iterative Closest Point (ICP) [19]. Such methods can be rather accurate, with potential 
to achieve similar results of position accuracies as described in the thesis objectives 
(less than 5mm error), but they provide local optimum of the registration and require 
good initial registration hypothesis. In a task like the Siemens Innovation Challenge, 
where some parts have strong self-similarity due to near-isometry, it may be very 
difficult to find a good initial hypothesis, which will lead to the right registration and 
not result in a wrong local optimum. In robotics assembly, occasionally the problem of 
pose estimation has been completely avoided by using fiducials markers [6]. We believe 
accurate pose estimation is a key ingredient for practical robotic assembly tasks. 

Our pose estimation is based on a 2D object detection, including a regression of the 
rotational angle to describe the orientation of parts on a table, followed by a de-
projection of the center pixel from image space to world space, according to the 
camera's position in the world. In general, the object detection task consists of locating 
the objects in the image and classifying them. The ground truth information for each 
object is a vector of 5 parameters, defining 4 parameters describing the bounding box 
surrounding the object and its label (class). The bounding box is calculated according 
to the position of the object on the table with respect to the position of the camera, the 
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FOV's of the camera and the size of the object. During training, the detector examines 
many rectangles hypothesizes in different shapes and sizes in the image and compares 
them to the ground truth rectangle. To determine if a hypothesis is considered a true 
match to the ground truth rectangle, the overlap between them is measured according 
to intersection over union calculation. See figure 2. If the IoU value is higher than a 
certain threshold, then the hypothesis is true. Detectors can have two kinds of errors – 
false positive and false negatives. False positive error means that the detector identifies 
a hypothesis as a true object of a specific class, where there is no object in that position 
in the image or this object is misclassified. False negative error means that the detector 
'missed' an object in the image.   
 

 
In recent years, several CNN based detection models were presented in the literature. 
These models can be divided into single-stage and multiple-stage models. The single-
stage models, such as SSD (single stage detectors [20]), YOLO (you only look once 
[21]) and Retinanet [10], uses a deep CNN as a backbone and adds more layers and 
sub-networks after the backbone. The weights of the backbone are usually taken from 
a pre-trained network like VGG [22], ResNet [23] or AlexNet [24], trained on a large 
dataset of images like ImageNet [25]. This transfer-learning method reduces training 
time on a new task and scales down the need in a large training dataset. The multiple-
stage models, such as RCNN (Region with CNN features [26]), Faster RCNN [11] and 
Mask RCNN [12], include mainly a stage that allocates regions of interest (ROIs) in 
the image, where potential objects can be detected, followed by stages that process these 
ROIs for object classification and localization (where the object is detected inside the 
region). Single-stage models are faster, reaching real-time speed in tracking and 
detection tasks, but are usually less accurate. Multiple-stage models are slower but more 
accurate. In images containing objects occlusions and high density, the accuracy of 
multiple-stage models proves their advantage. 

Our network is based on RetinaNet [10]. This single-stage object detector was selected 
since it had proved to match almost all of the state-of-the-art multiple-stage detectors, 
in terms of accuracy, while maintaining high speed performance of a single-stage 
detector, and simply because it was relatively easy to implement and adjust for our 
objectives. To achieve this performance, the authors identify class imbalance as the 
primary obstacle preventing single-stage object detectors from surpassing top-
performing, two-stage methods, and present a new loss function termed 'Focal Loss', 

Figure 2: Visual description of intersection over union calculation (left) and samples of IoU scores (right). 
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which is this research main contribution. Similar to the 'binary cross-entropy' loss 
function, where the labels are binary (an object is present or absent), 'Focal loss' have 
two reweighting parameters, α and γ. α balances the importance of positive/negative 
examples, without differentiate between easy/hard examples, and γ down-weights easy 
examples and thus focuses training on hard examples. The network's backbone is 
ResNet-50 [23], a residual network pre-trained on ImageNet dataset [25], followed by 
a Feature Pyramid Network (FPN) [27], which is effective in detection of multi-scaled 
parts [10]. The FPN extracts features from three internal layers of ResNet-50 to 
construct a pyramid of five layers, P3-P7. These layers contain similar representations, 
summarizing features from high and low layers of the ResNet backbone, but in five 
different spatial resolutions, supporting object detection of different objects scales. 
Anchors for object detection were used with five octaves and nine anchors at each point, 
representing different scales and aspect ratios. RetinaNet includes two sub-networks: 
one for object classification and one for regression of the bounding box offsets from 
the anchor. These sub-networks share weights across the FPN layers to reduce 
computational complexity. See figure 3. 

 

2.2 Flexible grasping and assembly 

Most grasping related studies consider grasping of general classes of objects, which is 
considerably more difficult than grasping a known specific object. Many studies are 
proposing methods for grasping from arbitrary initial conditions ( [2] [3] [4] [7] [8] [9] 

[16] [17] [28] [29] are a small subset). In terms of grasping when training was made in 
a simulation environment, [29] is the paper which present the best grasping success rate 
on real experiments, after training was made with synthetic data. The authors present a 
grasping policy they called Grasp Quality Convolutional Neural Network (GQ-CNN), 
that was trained only on synthetic point clouds from a dataset called Dex-Net 2.0 and 
achieved 99% success grasps on 40 novel unknown household objects. Although [29] 
present remarkable success rates on the hard problem of grasping unknown objects, it 
is not enough to be able to grasp the object, when the task is to assemble objects into 
pre-defined spatial arrangement to form a whole connected system. we have to grasp it 

Figure 3: RetinaNet architecture, starting with a backbone of FPN on top of a feedforward ResNet 
(a-b), followed by two subnetworks, classification (c) and regression of bounding boxes (d).  
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in a certain pre-defined way, i.e. with a certain spatial relation between the gripper and 
the object's pose. 

When addressing assembly related studies, some consider kitting and basic assembly 
tasks [6] [17] [30], like stacking Lego bricks [30] or the Siemens innovation challenge 
[6]. The pitfall of generality in these tasks is reduced accuracy (the ability to bring an 
object exactly to a target pose) and reduced robustness (the probability to accomplish 
the task successfully). Hence, for most of the assembly tasks studied in the literature 
the required accuracy is low (about 1-2 centimeters) with reasonable success rates but 
not reaching levels required for industrial applications (> 99%) [5].  

 

2.3 Simulation to reality 

Domain randomization is a recent technique for transferring predictors trained on 
simulated data to operate in the real world. In this approach, scenes are generated under 
a large variety of visual conditions (e.g. illumination conditions and background 
textures), object types and robot dynamics characteristics. A predictor trained on such 
a rich distribution is usually quite amenable for transfer to the real world. Successful 
transfer was demonstrated for object detection [7] and grasping policies [4] [8] [29]. 
We can use the example of [29] in this topic as well, since it not only achieved high 
success rates on the hard problem of grasping unknown objects, but also the training 
was made only on synthetic data.   

Another approach is the use of domain adaptation techniques like domain–adversarial 
neural networks (DANN [31]) or a transfer GAN [32] which gave significant 
improvements in transfer [4]. A third option to reduce the simulation-reality gap is to 
rely solely on depth imaging for perception. For example, in [5] a 6D grasp pose 
detector has been trained in a simulator and transferred successfully to the real robot 
with 93% success rate without any special mechanisms used for the transfer. In [33]  it 
was shown that by enhancing simulated data to mimic depth camera signal processing 
transfer can be further facilitated.  
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3. Learning Pose Estimation for High-Precision Robotic 
Assembly Using Simulated Depth Images 

 

3.1 Overview  

Most of industrial robotic assembly tasks today require fixed initial conditions for 
successful assembly. These constraints induce high production costs and low 
adaptability to new tasks. In this work we aim towards flexible and adaptable robotic 
assembly by using 3D CAD models for all parts to be assembled. We focus on a generic 
assembly task - the Siemens Innovation Challenge - in which a robot needs to assemble 
a gear-like mechanism with high precision into an operating system. To obtain the 
millimeter-accuracy required for this task and industrial settings alike, we use a depth 
camera mounted near the robot’s end-effector. We present a high-accuracy two-stage 
pose estimation procedure based on deep convolutional neural networks, which 
includes detection, pose estimation, refinement, and handling of near- and full 
symmetries of parts. The networks are trained on simulated depth images with means 
to ensure successful transfer to the real robot. We obtain an average pose estimation 
error of 2.16 millimeters and 0.64 degree leading to 91% success rate for robotic 
assembly of randomly distributed parts. To the best of our knowledge, this is the first 
time that the Siemens Innovation Challenge is fully addressed, with all the parts 
assembled with high success rates . 

 

 

Figure 4: The KUKA LBR IIWA robot performs the Siemens Innovation 
Challenge successfully in simulation (top row) and in reality (bottom row). 
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3.2 Introduction 

Robots in manufacturing and assembly tasks are often lacking perception, making it 
necessary to place the parts to be manipulated in pre-defined positions using fixtures or 
part feeders. The installation of such structured environments is a time-consuming 
process, which induces high costs. To enable the next advance in robotic 
manufacturing, where a large variety of products is likely to be manufactured in small 
production volumes (Industry 4.0), robots need to be endowed with adaptive and 
flexible skills. Flexibility here means the ability to work with arbitrary initial part 
conditions. Our goal is to obtain flexible assembly based on recent advance in machine 
learning, computer vision and depth sensing . 

Many studies involving manipulation of parts are proposing methods for grasping from 
arbitrary initial condition [2] [3] [4] [7] [8] [9] [16] [17] [28] [29]. Some consider kitting 
and basic assembly tasks [6] [17] [30], like stacking of Lego bricks [30] or peg-in-the-
hole problems [6]. Most of the grasping studies consider grasping of general objects, 
which is considerably more difficult than grasping of a known specific part. In addition, 
most of these studies consider RGB images obtained with a camera in a fixed position 
covering the entire scene, and some of them train mappings directly from images to 
actions. This creates highly diverse image distributions, leading to difficult learning 
problems. 

The cost of learning in such large input spaces is often reduced accuracy (the ability to 
bring a part exactly to a target pose) and reduced robustness (the probability to 
accomplish the task successfully). When all the parts of an assembly task are rigid and 
known a-priory as CAD models, a different approach can be used, which we pursue 
here. First, the task can be completely defined in terms of start and end target poses of 
the parts. The target poses are naturally defined as relative part poses (pose of one part 
in the reference frame of the other) but can trivially be translated to the robot reference 
frame once the poses of all parts are estimated. In addition, the end effector pose 
required for a successful grasp of each part can be stated a-priory (in the part’s reference 
frame), as part of the task definition. This implies that an assembly task can be primarily 
reduced to pose estimation, provided that motion control is sufficiently accurate . 

An appealing approach for improving pose estimation is by making the learning 
problem easier: use a small input space, and a large training sample. A large sample is 
difficult to obtain on a real robot [3] but can be easily generated in a simulated 
environment [4] [5] [6] [7] [8] [9] [16] [29]. When a pose estimation algorithm is trained 
in a simulator, adapting it for execution on the real robot may be challenging, especially 
for RGB images and wide scene view. In recent years techniques for bridging the 
simulation-reality gap in RGB images were proposed like domain randomization [4] 
[7] or images synthesis with GANs [4]. However, bridging the simulation–reality gap 
is still difficult with significant accuracy reduction involved. We hypothesize that 
bridging the gap is simpler for synthetic depth images, which are more similar to their 
real counterparts than synthetic RGB images  . ]9[  

These considerations led us to the following working assumptions in our approach: 
First, it is assumed that exact 3D CAD models of all rigid parts of interests are available. 
Second, we rely exclusively on depth sensing. Third, the depth sensor is mounted next 
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to the robot’s end-effector in order to place the end-effector in a canonical pose as near 
as possible to the part of interest. Placing the camera as close as possible to the object 
is a key for pose estimation accuracy, since the world pose estimation error is 
determined by a multiplication of the error obtained in the image plane and the distance 
between object and camera focal point [34]. The importance of small sensor-object 
distance is enhanced by the fact that current of-the-shelf depth cameras are of relatively 
low resolution compared to available RGB cameras. Since CAD models for all parts 
are available, all training is done with simulated data only. A policy for a new task may 
then be trained within several hours of computation. Hence, the approach – if successful 
– has the potential to be adaptive by enabling fast migration to new tasks . 

In this study we test the suggested approach on a single assembly task and try to solve 
the Siemens Innovation Challenge [1]. In the challenge a robot needs to assemble a 
gear-like system composed of a base plate, two different shafts and three different gears 
into an operating mechanism (see figure 4). The task can be broken into 5 sub-tasks, 
each requiring grasping and assembly of a single part. The sub-tasks are highly 
challenging since they require millimeter accuracy in positioning of the parts. The 
initial poses of the base plate and the parts to be assembled are not constrained and 
arbitrarily placed without overlap in the workspace of the robot. In addition, some parts 
have rotational symmetries, or near-rotational symmetries, of different orders. The base 
plate has no symmetry (or symmetry of order n=1). Gear 2 has rotational symmetry of 
order n=4 (i.e., rotations of 360/4 degrees lead to the same shape) and the compound 
gear has rotational symmetry of order n=12. Gear 1, shaft 1 and shaft 2 have near-
symmetries, meaning rotations of the part resemble each other, but are not identical (see 
figures 5 and 7). 

For a rigid part, the pose in 3D is fully defined by six parameters (three translational 
and three rotational degrees of freedom). However, for many robotic applications, and 
specifically for the task we consider, it is sufficient to describe the pose of a part in the 
plane, which requires only three parameters (two translational and one rotational degree 

Figure 5: Isometry and near isometry of real assembly parts: (Left): Gear 2 part with rotational 
symmetry every 90 degrees. (Middle): near-symmetry views of the gear 1 with 4 near-symmetries 
rotated to canonical pose. Note that while these four rotations of gear 1 are very similar, successful 
classification among them is required for exact pose estimation. When another rotation is used instead 
of the correct one, the grasp efficiency will be reduced due to lack of contact points and the gear's 
teeth may not fit well into the teeth of its neighboring gears. (Right): two near-symmetries of shaft 2 
rotated to canonical pose, which are much easier to discriminate. 
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of freedom [15] [16]). The main component in our approach is the pose estimation 
pipeline, composed of two stages implemented as Convolutional Neural Networks 
(CNN). In stage one, several images covering the scene are taken from a pre-defined 
height above the workspace surface. These are processed by a RetinaNet [10] based 
detector and a pose estimator, providing detection and initial pose estimation for each 
part. In stage two, the robot's end-effector is moved to take a close-up view image of 
each part separately. The image is taken in a canonical pose based on the current pose 
estimation, so the part is expected to appear in the image at a certain known position, 
size and rotation. This image is then used for further pose refinement and resolving of 
near-isometry ambiguities. The high resolution and limited appearance space due to the 
enforced canonical pose enable efficient learning of accurate pose estimators. While 
stage one is executed once to provide initial pose estimations for all parts, stage two is 
executed separately for each part at the beginning of its assembly. 

Our environment consisted of a KUKA LBR IIWA 14 R820 anthropomorphic robotic 
manipulator equipped with a SAKE ROBOTICS EZGripper and an Intel RealSense 
D415 depth camera mounted on the gripper (see figure 4). For each part, except of the 
base plate, the task definition includes two relative positions: a final required pose 
relative to the base plate, and a grasp pose (of the end-effector) defined in the part’s 
reference frame. A script encoding the assembly sequence was written, including a 
grasping and assembly motion for each part with trajectories computed using standard 
motion planning. In addition, a force-based feedback routine is employed upon each 
assembly part if part misalignments are detected by using a threshold on the force 
sensor reading. Assembly of the part is then re-attempted in multiple offsets around the 
expected position. 

Our experiments included 58 assembly attempts on the real robot. In these experiments 
part detection rate was 100%, near isometries were resolved in 100%, the mean 
translation error of a part was 2.16mm, and the mean rotational deviation was 0.64 
degrees. This accuracy enabled successful grasp in 97.9% of the cases, and successful 
assembly in 91% of the cases. While direct comparison is not possible, the obtained 
accuracy and the scope of successful assembly is higher than in previous related work 
[6] [7]. Most of the failures are related to the grasp instability due to a sub-optimal 
gripper: the fingers cannot reach a parallel grip in certain cases and the force applied 
by the gripper is not strong enough. We hence believe the suggested approach is a 
significant step towards flexible and adaptive CAD-based robotic assembly. 

 

3.3  Related Work 

We briefly discuss topics which are mostly related to our work: flexible assembly and 
part manipulation, pose estimation, and exporting policies from simulation to reality. 

Flexible Assembly: Recent work has often focused on grasping from arbitrary initial 
conditions ( [2] [3] [4] [7] [8] [9] [16] [28] [29] are a small subset). The interest is often 
in grasping of general unknown objects (i.e. objects not seen in training), for which 
very high success rates can be obtained when large simulated [29] or real datasets [3] 
are used. However, high-accuracy manipulation problem addressed here is only 
partially similar to grasping and is orthogonal to it in several senses. On the one hand, 
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the networks we train do not solve general grasping, but only grasping of specific 
known objects. On the other hand, our assembly manipulation task requires to go 
beyond traditional metrics of grasp success rates. We have to grasp objects with very 
specific relative poses (of the gripper w.r.t the object), which enable proper assembly 
with millimeter accuracy which is usually not required for successful grasping. 

Beyond grasping, several works have considered manipulation and assembly tasks [6] 
[17] [30]. These tasks include grasping and bringing parts to tight spatial relations with 
others. Several manipulation tasks have been learned on a real robot, like placing a coat 
hanger on a rack or screwing a cap on a bottle [17]. The learning task is split between 
two agents: a mixture of linear Gaussian controllers, each trained for specific known 
initial conditions and a deep network generalizing across initial conditions. In [6] the 
tasks are most similar to ours, as they use a subset of the Siemens Innovation Challenge 
tasks (two sub tasks), as well as a U-shape fitting task. In this work the pose estimation 
problem is addressed using fiducials (attached markers on the parts designed for pose 
estimation). Training is done using a combination of motion planning and Guided 
Policy Search (GPS), where the former is used to guide training of the latter. High 
success rates are reported for the real robot, but only from two known and fixed initial 
part positions. In [30] a difficult assembly task of Lego brick stitching is handled, but 
only in a simulation environment. The authors assume known states, including brick 
positions, and use a DDPG algorithm with several improvements to learn assembly 
policies . 

The studies in [6] and [17] address a difficult learning problem of complex observation-
to-action maps. Our approach is inherently different: We avoid the need for learning 
observation-to-action maps by enabling highly accurate state (pose) estimation, from 
which simple motion planning suffices for task accomplishment. We obtain this 
accuracy by using two main ideas: first, we narrow the input distribution to face a 
relatively easy learning problem by moving the sensor to the vicinity of the part with a 
relatively fixed spatial relation and use of near-range depth imaging. Second, we solve 
this problem in the simulator where a very large sample can be used to learn a complex 
pipeline of multiple refining CNNs with high accuracy . 

Pose estimation: Pose estimation of an object starts with object detection, for which 
significant progress has been made in recent years [10] [12] [35]. In the recent vision 
literature, pose estimation is often performed for non-rigid objects like the whole human 
body [13] or the human hand [14]. In these cases, the pose is specified using the location 
of multiple interest points. In contrast, the pose of a rigid object in 3D is fully defined 
by six parameters, or three if only pose in the plane is considered. In the Cornell 
grasping data set [15] the grasping task is defined by specifying the 2D-pose of the 
gripper (not the object) required for a successful grasp. Several network architectures 
were suggested for the regression of successful grasp poses, including a two-stage 
process of candidates finding followed by candidate ranking in [15] and regression in 
multiple spatial cells in [16]. Other CNN architectures for pose estimation in the robotic 
context include networks with spatial soft-max for feature point finding [3] or 
convolutional pose machines [13], where multiple layers regress the same heat map for 
refinement. 
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A possible approach to reduce the complexity of pose estimation is achieved by using 
depth information [5] [9]. Specifically [9] uses a depth camera mounted near the gripper 
as is done in our work. In our study we combine the strengths of [9] with a process of 
canonization and refinement, similar to [14]. When depth information is present, pose 
estimation can be addressed without learning, by registration of a 3D model and the 
observed point cloud using methods like Iterative Closest Point (ICP) [19]. Such 
methods can be rather accurate, but they provide local optimum of the registration and 
require good initial registration hypothesis. In a task like the Siemens Innovation 
Challenge, where some parts have strong self-similarity due to near-isometry, it may 
be very difficult to find a good initial hypothesis, which will lead to the right registration 
and not result in a wrong local optimum. 

Simulation to reality transfer: When a predictor is defined over RGB images, 
transferring between simulated and real images is challenging due to significant 
differences between simulated and real images in terms of illumination, texture and 
background distribution. In domain randomization [4] [7] scenes are generated under a 
large variety of visual conditions (e.g. illumination conditions and background 
textures), object types and robot dynamics characteristics. A predictor trained on such 
a rich distribution is usually more amenable for transfer to the real world. Other domain 
adaptation techniques are domain–adversarial neural networks (DANN [31]) and a 
transfer GAN creating seemingly-real images from simulated images [7] [32]. 
Following [5] [33], we hypothesize that the gap between simulation and reality is 
smaller and easier to bridge when only depth images are used. Specifically in [5], a 6D 
grasp pose detector has been trained in a simulator and transferred successfully to the 
real robot with 93% success rate without any special mechanisms used for transfer. In 
[33] it was shown that by enhancing simulated data to mimic the signal processing 
pipeline of a depth camera transfer can be further facilitated. We follow some of these 
ideas in this work. 

 

3.4 Method 

A. Pose Estimation – General Overview 

Our pose estimation pipeline includes two stages: (1) detection and coarse pose 
estimation from a distal point of view and (2) high-precision pose estimation and 
classification of near-symmetries from close-up views. 

Stage 1 - Detection and coarse pose estimation: Several depth images covering the 
entire surface are taken from a distance of 0.53m above the table. These images are 
analyzed for parts and poses using a fully convolutional neural network (CNN) with 
architecture similar to the RetinaNet [10]. For each detected part the network outputs 
the part's class (one of six known classes), a bounding box around the part, and the 
orientation angle θ of the part around the Z axis of the world frame. The real position 
of the part’s center on the workspace surface is then calculated by de-projecting the 
center pixel of the estimated bounding box. To simplify learning, the range of the 
orientation angle θ for each part is defined by the symmetry of the part spanning an 
interval from 0° to 360/n, where n is the order of the rotational symmetry. For 
symmetric parts, compound gear and gear 2, the maximum angles are 30° (n=12) and 
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90° (n=4) respectively. For near-symmetric parts, gear 1, shaft 1 and shaft 2, the 
maximum angles are 90°, 180° and 180° respectively. 

Stage 2 - High-precision pose estimation from close-up views: To obtain high-precision 
pose estimation results, we analyzed images from close-up views. For this purpose an 
additional depth image of each part is taken from a distance of 0.31m (the closest 
distance for which the largest part can be fully seen) with the camera rotated into 
canonical pose according to the estimation obtained from stage 1. The output of stage 
2 is a bounding box estimate, which enables good prediction of the part center in the 
world frame (as done in stage 1), a fine-tuned correction for the orientation angle θ and 
a sub-class classification for the near-symmetric parts: shaft 1, shaft 2 and gear 1. For 
shafts, there are two possible sub-classes: the part is close to 0° (class 0) or close to 
180° (class 1). Respectively, for gear 1 four sub-classes are possible, and the distinction 
among them is more difficult (see figure 5.center). The final part rotation is determined 
based on the near isometry classification (for determining the baseline angle) and 
adding the regressed orientation correction. 

We have also experimented with a three stage system, in which an additional stage was 
added between stage 1 and 2. In this stage each part detected at stage 1 was cropped 
from the original image and rotated into a canonical pose by the estimated (negative) 
orientation angle θ. A network trained on such cropped images was used to refine the 
pose estimation and resolve near-isometries before taking close-up images (to improve 
the canonical pose in which they are taken). However, our experiments have shown that 
the three-stage method did not obtain higher accuracy than the two-stage method. 

B. Pose Estimation – Networks Architectures 

Stage 1: Our network is similar to the RetinaNet architecture, with architectural 
modification made for our specific needs (see figure 6). The network backbone in stage 
1 is ResNet-50 [23], a residual network pre-trained on ImageNet dataset, followed by a 
Feature Pyramid Network (FPN) [27], which is effective in detection of multi-scaled 
parts. The FPN extracts features from three internal layers of ResNet-50 to construct a 
pyramid of five layers, P3-P7. These layers contain similar representations, 
summarizing features from high and low layers of the ResNet backbone, but in five 
different spatial resolutions. Even though the images in our environment are taken from 
fixed heights, RetinaNet's backbone is used without modification. Anchors for object 
detection were used as in the original network with five octaves and nine anchors at 
each point, representing different scales and aspect ratios. During training anchors are 
labeled as positive, negative or ‘ignore’ based on the intersection-over-union (IOU) 
between the anchor and ground truth bounding boxes, with original thresholds set to 
0.5 and 0.4 for positive and negative overlap, respectively. Since we aim towards more 
accurate detection, we set the thresholds to 0.7 and 0.6, respectively. 

RetinaNet includes two sub-networks: one for classification and one for regression of 
the bounding boxes. The losses for the first two sub-networks were used without 
change: Focal loss [10] for part classification, and Huber loss (smooth L_1) for 
bounding box regression [35]. A third sub-network for regression of the orientation 
angle θ was added in stage 1. The third subnet of orientation regression outputs for each 
[anchor, part] the orientation θ parametrized as (sin (nθ),cos (nθ)), where n is the 
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rotational symmetry order of the part (following [16]). Since for most part-anchor pairs 
no part is detected, no loss is applied in such locations during training – the loss only 
applies in true detection anchors and only for the relevant part. We use the Huber loss 
over the two relevant orientation neurons for each class . 

 

Stage 2: This stage does not perform detection, as input images with a single part are 
provided to the network. We use the FPN technique to create a high-resolution map 
(twice the size of the largest map used in stage 1) termed P2, based on the C2 ResNet 
layer. This map contains rich features from higher ResNet layers, yet in a high 
resolution enabling fine grained distinctions. This layer is the input of four sub-
networks. The first two classify parts with near-symmetries. Subnet 1 predicts the four 
possible orientations of gear 1 and subnet 2 the two possible orientations of shaft 1 and 
shaft 2  leading to a total of four outputs. The loss for these two subnets is the standard 
categorical cross entropy. Like before, the subclass loss is only used in training for parts 
in the relevant class (gear 1 for subnet 1, shafts for subnet 2). The third subnetwork 
regresses a refinement of part’s bounding box. The subnet has only 4 outputs, since 
there are no multiple anchors. The loss function is the Huber loss. The forth subnetwork 

Figure 6: Networks' architecture. (Top graph): Stage 1 network, based on RetinaNet architecture, starting with 
a backbone of FPN on top of a feedforward ResNet (a-b), followed by three subnetworks. First two subnetworks 
are classification (c) and regression of bounding boxes (d) and the third and new subnetwork, marked with a red 

square, is regression of rotation angle � (e). In this drawing � = 9 is the number of anchors per location, �� is 

the total number of anchors in the image and � = 6 is the number of part classes. (Bottom graph): Stage 2 

network. We use four internal layers from ResNet (a) to produce a high-resolution layer from the FPN (b), 
followed by 4 subnetworks (c-f). K1 is the number of near-symmetries classes learned in Symmetry 1 subnetwork 
(c), K2 is the same for (d), and K is the total number of classes (K1 + K2 + all other parts which don't have near-
symmetries). The last layer in each subnetwork is the output layer. 
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regresses the orientation angle θ, similar to the one in stage 1. Since the part is almost 
in canonical position and the predicted angular range is within [-10, 10] degrees, no 
cyclic angle needs to be considered here, so the output neurons directly regressing θ 
(one neuron for each class). 

In all subnetworks of stage 2, a fully connected layer with 64 neurons is added after the 
last 2D-convolutional layer and before the output layer of the subnet, to improve the 
accuracy of the network. This has a slight cost in computation time, which was not 
optimized in this work. In the classification subnets a ReLU activation function was 
used after the fully connected layer, whereas in the regression subnets no activation 
function was used. 

C. Creating Training Dataset 

Our simulated environment was built in Gazebo [36] – a ROS simulation software – 
and consisted of a KUKA LBR IIWA simulated robot [37], to which we added the 
gripper, camera, table and parts. Simulated depth images were created with the Gazebo 
depth camera plugin. 

Stage 1: Depth images of randomly distributed parts were taken from a distance of 
0.53m above the table. Due to the limited field of view of the camera only some of the 
parts are visible in each image, but randomization parameters were adjusted such that 
the total number of appearances of each part is similar. Each image contains 1 to 5 parts, 
with an average of 3.2 parts per image. 200,000 images were created for training with 
proper ground truth. The bounding box ground truth was determined by the projected 
center of the part in the image and the part’s radius. For each part, the bounding box 
size is fixed and does not depend on the part orientation. To estimate the ground truth 
rotation angle in stage 1, all near-symmetric parts were treated as symmetric. For 
example, if gear 1 is placed in an orientation of 215 degrees, the ground truth angle in 
stage 1 would be mod(215,90) = 35. This value is then multiplied by the symmetry 
order to create the cosine and sine ground truth. 

Stage 2: Depth images were taken from a distance of 0.31m above the table (in the 
simulation environment). For each image, only one part was placed on the table. Each 
sub-class of the parts with near-symmetries was handled separately. 50,000 images 
were created for training of each sub-class, leading to a total of 550,000 images. In 
preparation, images of the parts were generated in perturbed image positions (x ,̂y ̂,θ  ̂
)=(x,y,θ)+(δx,δy,δθ). Here (x,y,θ) is the ground truth position, and (δx,δy,δθ) is a 
random noise vector with its components drawn independently from uniform 
distributions with small σ parameters. The ground truth for this stage includes sub-
classes of near-symmetries, δθ for the rotation refinement subnetwork, and the 
perturbed bounding box of the part for the bounding box refinement subnetwork. Hence 
the network is trained to identify the part misalignment (and sub class when relevant) 
in a population of images containing roughly centered parts. 

D. Bridging the simulation-reality gap 

To make the simulated depth images more similar to real depth images, the synthetic 
images were processed with a few steps attempting to mimic the noise and signal 
processing pipeline of a depth camera (see figure 7). First, an additive Gaussian 
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independent pixel noise of standard deviation σ was applied to all image pixels. For 
each image σ was chosen uniformly in [0.5,3] cm. Although the reported noise per pixel 
of the real D415 depth camera is only 1cm, we use this procedure for the system to be 
resilient to various noise conditions, which may result from variance in illumination, 
camera-object distance, etc. Second, a Gaussian filter with randomized standard 
deviation σ was applied to the image. A similar function is often used in the real depth 
camera processing pipeline, but with an unknown σ parameter. We hence randomize σ 
uniformly in [2,5] pixels. Following these operations, the minimum and maximum 
depth values were limited to a certain range and then values were stretched to the range 
of [0,255]. The 2D images were finally expanded to three identical maps creating a 3D 
RGB greyscale image required as input by the RetinaNet network. In addition to this 
operation of bringing synthetic images closer to real, we take some actions to bring real 
images closer to synthetic. See section 3.5.A for details. 

 

E. Assembly 

For each part assembly, a sequence of pick-and-place operations is computed based on 
the estimated poses. The pick operation requires the grasping pose of the robot's end-
effector with respect to the part, whereas the place operation is determined by the part’s 
pose with respect to the base plate. The required pose for each operation is computed 
based on the estimated part and base plate positions. Calculation of target poses include 
simple homogeneous matrix multiplications. For example, the pose of the end-effector 
in world coordinates is obtained by the pose of the part in world coordinates multiplied 
by the pose of the end-effector with respect to the part. Based on the current and target 

Figure 7: Depth images, showing all 6 parts, taken from distance of 0.53m in simulation 
(top row) and in real (bottom row), before image processing (left column) and after (right 
column). Parts' classes by order of appearance (from left part and clockwise): base plate, 
gear 1, shaft 2, shaft 1, compound gear and gear 2. 
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pose of the end effector, motion trajectories are computed using Moveit! [29] – a ROS 
software motion planning package. The planner generates a suitable trajectory in the 
7D joint-angle space of the robot considering all of the robot's constraints. Thus, our 
assembly process consists of estimating the pose of the parts from real world images 
followed by applying a sequence of part pick-and-place motions calculated with 
Moveit!. 

To handle estimation errors, measured by the robot’s force sensor, a force feedback 
routine is added and applied to the assembly of each part. All the parts are assembled 
using a descend motion bringing the part to its proper position. If during the last descend 
of the place operation the robot’s force sensor measures a significant force in the 
opposite direction (i.e. up in the world Z direction), an unexpected contact with the base 
plate or another part is indicated. Since the IIWA's force sensor is not accurate, the 
force threshold was set to -10N (to indicate a contact, the measured force should be 
higher than 10 newtons up in the Z direction). This, in turn, shows that the part was not 
placed in the correct position, and the robot stops the descend motion. This event 
triggers a search algorithm for a new descend position starting from positions which 
are closer to the initial estimate and going outwards in circles until a position with no 
negative force is found (see figure 8). To find the array of possible offset locations, we 
think of the problem as finding a minimal set of positions, which guarantee successful 
insertion of a disk of radius r (for example: a shaft) into a hole of radius R (r<R) located 
in an unknown position within a squared area. The search locations of an optimal set 
for this problem are arranged in equal triangles with side lengths d = 2(R-r) and can be 
found using a known algorithm ]38[ . 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 8: Search locations represented as X and Y offsets in units of mm from 
the calculated placement position, where numbers and colors indicate the order 
of search. The size of the search area is 10mm x 10mm and the side length of the 
triangle d = 1mm, which is the difference between the diameter of the central 
hole of the compound gear and the diameter of the shaft. 
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3.5 Experiments 

A. Pre-processing 

Real depth images have spatial noise effects (in addition to independent pixelwise 
noise) and zero-value pixels, mostly near large depth gradients where the camera has 
difficulties to obtain good depth estimates. Applying the simulation based trained pose 
estimation algorithm on a real depth image, without handling the noise effects, lead to 
very poor results (less than 80% correct object classifications and over 1cm average 
pose accuracy). To remove some of the noise, we always capture ten copies from the 
camera for each image and calculate the average of all none-zero pixels. All remaining 
zero-pixels are replaced by the average of their nearest neighbors. Finally, we use the 
same minimum and maximum depth limits defined during the creation of the simulated 
images and transform the image to a 3D RGB greyscale image (see figure 7). 

The parts of the Siemens Innovation Challenge were printed using a 3D printer. For 
assessing the quality of our pose estimation procedure, we had to create part 
configurations with known ground truth of the parts’ poses on the table. For this 
purpose, the parts were randomly placed in simulation and their poses were saved to a 
file. At the beginning of a real experiment, each part was manually placed in the corner 
of the table – a fixed known position – and then transferred by the robot to its previously 
saved position on the table. 

During preparations, we discovered that our gripper was not centered and aligned to the 
robot's flange, resulting in bad pose estimations. A calibration of the camera position 
with respect to the gripper improved our results considerably, but translational ground 
truth errors of about 1mm remained. In addition, since aligning the parts to the corner 
of the table was made by human assessment, we estimated that a ground truth noise of 
~0.5 degree exists for the rotational angle . 

B. Experiment 

Nine fixed camera positions in the height of 0.53m were chosen to take images of the 
parts, which were randomly placed on the table in reachable distance to the robot. For 
each image, stage 1 of the algorithm was initiated. Since there was an overlap between 
the nine images, some parts were detected in several images, which required some 
filtering. The first filter removed small parts (shafts) near the edges of images, since 
parts detected near the image center enable more accurate image-to-world de-
projection, leading to more accurate world pose estimates. The second filter found parts 
from different classes with similar predicted positions and chose the part with the 
highest stage 1 classification score. In this process, we removed all misclassified parts 
as they always had lower classification scores than the true parts. The third filter 
removed duplicates of the same part by choosing the detection with the highest stage 1 
classification score. This filter, which implicitly relies on the assumption of a single 
part from each class, was only applied once when the base plate was detected in two 
different locations. Next, stage 2 of the algorithm was initiated, resulting in high 
accuracy pose estimations used for the assembly. 
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3.6 Results 

A. Robotic assembly in a real environment 

We performed a total of 58 real experiments. For each experiment, all six parts had to 
be detected and subjected to pose estimation. Five out of six parts (all but the base plate) 
were then assembled. For cases where the robot failed to assemble a part, the parts were 
manually assembled, and the robot was then allowed to continue the assembly of the 
remaining parts. This was done in order to collect assembly success rates for all the 
parts from a sample of the same size, while success rates in the entire sequence were 
also measured. As shown in Table 1, our algorithm achieved 100% detection rate. Pose 
estimation resulted in an average translational accuracy of 2.16mm and a rotational 
accuracy of 0.64 degrees. Out of 290 attempts of grasp-and-assemble, 264 were 
successful (91%). In 39 experiments, all parts were successfully assembled (67.2%). 
The force feedback routine was invoked in only 20% of the cases. When activated, the 
search algorithm was used with an average of 9.6 location search attempts. 

 

 

Among the 26 failures, 22 assembly attempts (7.6%) failed due to imperfect grasps 
using the SAKE EZGripper, which generated too few contact points resulting in too 
weak grip forces. In 6 of the 22 failed attempts, the gripper succeeded to grasp the part 
but let it slip while lifting. In the remaining 16 attempts, the grasped part made contact 
with the base plate and the robot sensed a negative feedback force, which triggered the 
search algorithm for the correct placement position, during which the part slipped. The 
last 4 failed attempts (1.4%) occurred when the base plate was randomly placed in a 
certain position for which the motion planner could not find a feasible trajectory to 
place the part. In summary, the angular SAKE EZGripper imposed a severe constraint 
on the performance. We believe that by using a parallel gripper the grasping and 
assembly success rates could have been significantly improved, but this needs to be 
analyzed in future studies . 

TABLE 1. POSE ESTIMATION ON REAL IMAGES AND REAL TASK SUCCESS RATE 

Part Identity Stage 1 Stage 2 Task Success Rate 

Detection 
rate 

Translation 
accuracy (mm) 

Rotation 
accuracy (deg) 

Translation 
accuracy (mm) 

Isometry 
classification 

Rotation 
accuracy (deg) 

Grasping 
Success Rate 

Assembly 
Success Rate 

Base_Plate 100.00% 3.73 (2.72) 1.27 (1.24) 3.03 (2.48) - 0.52 (0.46) - - 

Shaft_1 100.00% 3.72 (2.72) 108.34 (87.73) 2.20 (1.20) 100.00% 0.65 (0.39) 100% 96.55% 

Shaft_2 100.00% 3.88 (2.37) 95.12 (89.72) 1.99 (0.82) 100.00% 0.69 (0.42) 98.28% 86.21% 

Compound_Gear 100.00% 2.99 (1.64) 0.61 (0.53) 2.26 (1.05) - 0.71 (0.49) 98.28% 98.28% 

Gear_1 100.00% 2.86 (1.71) 76.17 (56.65) 1.77 (0.68) 100.00% 0.83 (0.76) 93.10% 86.21% 

Gear_2 100.00% 2.50 (1.86) 0.70 (0.44) 1.73 (0.90) - 0.44 (0.35) 100% 87.93% 

Average 100.00% 3.28 (2.17) 47.04 (39.39) 2.16 (1.19) - 0.64 (0.48) 97.93% 91.04% 

 

Table 1: Detection, pose estimation and assembly rate accuracy for parts of the Siemens 
Innovation Challenge in real. For pose estimation, standard deviations are reported in parentheses. 
Isometry-breaking classification is only relevant for gear 1, shaft 1 and shaft 2, which have 
disturbing near isometries.  
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For comparison of our results with previous works we refer to two related studies. First, 
we were able to improve pose estimation by an order of magnitude when compared to 
[7], which also used training in simulation, but used RGB images of more basic parts. 
Second, we demonstrate assembly capabilities on more parts than considered in [6], 
which studied a subtask of the Siemens Innovation Challenge by inserting a shaft into 
a gear under fixed initial conditions. 

B. Robotic assembly in simulation 

In Table 2 we report our pose estimation results on simulated images. The test set for 
stage 1 consisted of 30,000 images from a distance of 0.53m (~70,000 parts), whereas 
100,000 test images from a distance of 0.31m (100,000 parts) were used for stage 2. As 
can be seen, our networks achieve near-perfect pose estimation results for simulated 
images, which are 54× better than the real results for translations and 7× better for 
rotational accuracy. This discrepancy between simulated and real images reflects the 
remaining simulation-reality gap, which we were not able to close . 

 

3.7 Conclusion 

Our work includes several contributions. First, we show that for an assembly task with 
given 3D CAD files, an accurate pose estimation algorithm can be trained to achieve 
high assembly success rates. To the best of our knowledge this is the first time that the 
Siemens Innovation Challenge has been addressed with all the parts involved and with 
high successful assembly rates. Second, we show that a two-stage method -  including 
a stage bringing the sensor close to the part in a canonical pose - can significantly boost 
pose estimation accuracy. Third, the simulation-to-reality gap can be significantly 
bridged by using depth images and the assembly task can be learned from simulated 
images only. Beyond this work, we believe that the presented two-stage pose estimation 
algorithm is quite generic and can be applied with some adjustments to general 
assembly tasks. In adapting to a new task, datasets generation and network training in 
our method can be performed significantly faster than currently available in industrial 
procedures. It hence has the potential for enabling more flexible manufacturing. 

TABLE 2. POSE ESTIMATION ON SIMULATED IMAGES 

Part Identity Stage 1 Stage 2 

Detection 
Rate 

Translation 
Accuracy (mm) 

Rotation 
Accuracy (deg) 

Translation 
Accuracy (mm) 

Isometry 
Classification 

Rotation 
Accuracy (deg) 

Base_Plate 100.00% 0.12 (0.07) 0.28 (0.37) 0.05 (0.03) - 0.03 (0.03) 

Shaft_1 100.00% 0.18 (0.13) - 0.04 (0.03) 100.00% 0.04 (0.03) 

Shaft_2 100.00% 0.17 (0.11) - 0.04 (0.02) 100.00% 0.04 (0.03) 

Compound_Gear 100.00% 0.11 (0.07) 0.09 (0.07) 0.04 (0.03) - 0.05 (0.05) 

Gear_1 100.00% 0.17 (0.11) - 0.05 (0.03) 100.00% 0.17 (0.16) 

Gear_2 100.00% 0.11 (0.07) 0.17 (0.15) 0.04 (0.03) - 0.06 (0.05) 

Average 100.00% 0.13 (0.10) - 0.04 (0.03) - 0.09 (0.12) 

Table 2: Detection and pose estimation for parts of the Siemens Innovation Challenge in 
simulation. For pose estimation, standard deviations are reported in parentheses. Isometry-breaking 
classification is only relevant for gear 1, shaft 1 and shaft 2, which have disturbing near isometries.  
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4. Pose estimation algorithms 
 

4.1 Stage 1 

Our network is similar to the RetinaNet architecture, with architectural modification 

made for our specific needs. The network backbone in stage 1 is ResNet-50, a residual 

network pre-trained on ImageNet dataset, followed by a Feature Pyramid Network 

(FPN), which is effective in detection of multi-scaled parts [27]. The FPN extracts 

features from three internal layers of ResNet-50 to construct a pyramid of five layers, 

P3-P7. These layers contain similar representations, summarizing features from high 

and low layers of the ResNet backbone, but in five different spatial resolutions. Even 

though the images in our environment are taken from fixed heights (as part of the 

process of bridging the simulation-to-reality gap), RetinaNet's backbone is used without 

modification. Anchors for part detection were used as in the original network with five 

octaves and nine anchors at each point, representing different scales and aspect ratios. 

This chapter includes detailed explanations on several modifications that have been 

done to the original RetinaNet architecture, mostly related to the third sub-network for 

regression of the angle Theta. 

Annotations for training – Retinanet original annotations include the path to the image, 

bounding box pixels (x1, y1, x2, y2) and the part's class. We added the Sine and Cosine 

of Theta. During pre-processing, the Theta values are inserted into a vector of the size 

of twice the number of classes. This vector contains dummy values except for the 

corresponding positions of the class where the true Theta values are inserted. 

Theta_regression sub-network is similar in its structure to the original bounding box 

regression sub-network, only instead of having 4 outputs per example, its output size is 

twice the number of classes (each part's angle is regressed as Sine and Cosine values). 

Using Theta mask – put 1 where the Theta values are related to the class and zero if 

not. This mask has 2 parameters for each class, corresponding to the values of Sine and 

Cosine of Theta for each class. For example, in stage 1 of our task there are 8 classes, 

leading to a mask of 16 parameters per example. If the example is related to the third 

class, parameters 5 and 6 will be 1 and all the others will be 0. 

'smooth_l1_for_theta' loss function – for 'Theta_regression' sub-network, we used 

Theta mask to calculate only the errors of the relevant class, by multiplying element 

wise the calculated errors by the Theta mask.  

Loss weights – the backend of the network, containing ResNet and FPN layers, is the 

same for all sub-networks. Meaning that during training, the weights are optimized to 

reduce the loss of all sub-networks. If the loss weights of the sub-networks are not 

defined, they are even by default, hence the backend of the network will be most 

influenced by the sub-network that received the highest error during training. For each 

sub-network of our network, a different loss weight was given, representing the 

significance of reducing the error in this sub-network. The 'classification' sub-network 
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is the 'easiest' one, since our task is to choose the correct class out of a small set of 

classes, and the value itself is less important (it is being used in choosing which 

detections describes best the parts on the table). The errors in the regression sub-

networks are much more significant, since the evaluated value itself affects the accuracy 

of the pose estimation. After trials and errors optimizing the results (minimizing the 

errors of the regression sub-networks without a significant influence on the 

classification sub-network), these are the chosen loss weights (the relation between the 

weights is important, and not the value itself): 

 (bounding box) regression: 1 

 Theta_regression: 0.5 

 classification: 0.1 

Positive and negative IoU thresholds - Intersection over Union is an evaluation metric 

used to measure the accuracy of one bounding box compared to another. It is used 

during training and evaluation of a part detector. In RetinaNet, the IoU between the 

ground truth bounding boxes and each of the evaluated anchors in the image is 

calculated. Two thresholds are used to separate the anchors into three categories: 

 IoU higher than the 'positive overlap' threshold – the anchor is labeled 1 and the 

detector will learn that it should detect a part in that anchor (foreground). 

 IoU lower than the 'negative overlap' threshold – the anchor is labeled 0 and the 

detector will learn that there is no part in that anchor (background). 

 IoU between these thresholds – the anchor is labeled (-1) and it is ignored during 

training, so it won't 'confuse' the detector. If no such gap is used, two very 

similar examples are expected to have different results. 

The original values of positive and negative overlaps are 0.5 and 0.4 respectively. In 

our task, we wanted to achieve high accuracy in regression of the bounding box, and 

the detection task is much easier than the task the original RetinaNet was trained for. 

Therefore we increased the overlap values to 0.7 and 0.6 respectively, so the detector 

will learn to detect only the most accurate anchors. See figure 2 in chapter 2. 

Avoiding the use of randomly transforming the image, since it will also affect the 

regression of Theta. We can create infinite number of examples, hence there is no need 

to use this function to create different training examples from the same image. 

Image preprocessing – RGB images are represented as 3 matrices, with values between 

[0,255]. In deep learning, mean subtraction per channel is used to center the data around 

zero mean for each channel (R, G, B). This typically helps the network to learn faster 

since gradients act uniformly for each channel. The ResNet (backbone) weights were 

trained on an image dataset called ImageNet. The mean of each channel in this dataset 

is [R=103.939, G=116.779, B=123.68]. Since we trained the network on our own 

grayscale image dataset, we wanted to discover if the network will train faster if we 

change the mean according to our dataset, which is 127.5 for all channels. On the one 

hand, using the correct mean of the dataset will make a new initialized network train 
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faster, but on the other hand, we aim to use the weights of a pre-trained network for our 

backbone, and changing the subtraction values will significantly harm the effectiveness 

of these weights. We discovered that the training process was faster using the ImageNet 

mean subtraction, and the results after training were the same (same error on the 

validation set). Our conclusion was to keep the original mean subtraction. 

 

4.2 Stage 2 

This stage does not perform detection, as input images with a single part are provided 

to the network. This stage performs a high-precision pose estimation from close-up 

views and classification for the near-symmetric parts. We use the FPN technique to 

create a high-resolution map (twice the size of the largest map used in stage 1) termed 

P2, based on the C2 ResNet layer. This map contains rich features from higher ResNet 

layers, yet in a high resolution enabling fine grained distinctions. This layer is the input 

of four sub-networks. The first two classify parts with near-symmetries. Subnet 1 

predicts the four possible orientations of gear 1 and subnet 2 the two possible 

orientations of shaft 1 and shaft 2  leading to a total of four outputs. The third 

subnetwork regresses a refinement of part’s bounding box. The subnet has only 4 

outputs, since there are no multiple anchors. The forth subnetwork regresses the 

orientation angle θ, similar to the one in stage 1. Since the part is almost in canonical 

position and the predicted angular range is within [-10, 10] degrees, no cyclic angle 

needs to be considered here, so the output neurons directly regressing θ (one neuron for 

each class).  

In all subnetworks of stage 2, a fully connected layer with 64 neurons is added after the 

last 2D-convolutional layer and before the output layer of the subnet, to improve the 

accuracy of the network (only in the bounding box regression sub-network 128 neurons 

are used, since the output is relatively small). This has a slight cost in computation time, 

which was not optimized in this work. In the classification subnets a ReLU activation 

function was used after the fully connected layer, whereas in the regression subnets no 

activation function was used. 

'categorical_crossentropy_with_masking' loss function – for each of the two 

classification sub-networks, the ground truth is a Boolean vector where the value 1 is 

given to the corresponding class of the example. Each sub-network is trained on a 

certain part of classes and therefore a mask (Boolean parameter) is added to the vector, 

telling the network on which examples the classifier will learn from. In the end of the 

loss function this mask is used to ignore the calculated loss for unrelated examples. 

Loss weights – for similar reasons as in stage 1, these are the chosen loss weights for 

stage 2: 

 (bounding box) regression: 1 

 Theta_regression: 1 

 hard_classification: 0.5 
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 medium_classification: 0.1 

Image preprocessing – the center of the image is cropped to a square at a size according 

to a defined 'image size', which we chose to be 720 (the height of the images the D415 

produces). If the width or height of the image is smaller then 720, the image will be 

scaled up and then the center of the image will be cropped. All images in stage 2 are 

taken from the height of 31 cm above the table, which is the height where the biggest 

part, the base plate, is covering the entire center of the image (almost 720*720 pixels). 

To simplify the procedure, we didn't take closer images of the smaller parts. To do so 

we had to change an internal parameter of the D415, controlling the possible depth 

image distances, after taking each image. Changing this parameter require to reset the 

camera and while doing so, some errors occur. Instead, we calculated the scale between 

each part and the base plate and scaled up the images accordingly before cropping the 

center area. For example, gear 1 images were scaled up by a factor of 1.8. After 

preprocessing, all images were at the size of 720*720, and the parts inside almost 

covered the entire area. 

The annotations of the bounding boxes (x1, y1, x2, y2) in stage 2 were transformed to 

fit the cropped images shape of 720*720 and the up-scaling made by the scaling factor. 

Class mapping – in stage 2, the parts with near-symmetries, are treated separately 

according to the orientation of the part. Gear 1 has four possible orientations every 90 

degrees, labeled as [gear1_0, gear1_1, gear1_2, gear1_3], and both shafts have two 

possible orientations every 180 degrees, labeled as [shaft1_0, shaft1_1, shaft2_0, 

shaft2_1]. In addition to the class of each part, two values were added to each class. 

The first is the scale factor of each part (the base plate's factor is 1 and all the others are 

higher). The second is the part's classification difficulty, defining if this part has near-

symmetries and should be classified in one of the two classification sub-networks of 

stage 2. Parts defined as 'hard' difficulty, in our task these are the four possible gear1 

orientations, were trained in the 'hard_classification_submodel'. Parts defined as 

'medium' difficulty, the shafts, were trained in the 'medium_classification_submodel'. 

Part defined as 'simple' were ignored during training of the classification sub-networks. 
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5. Simulation Environment  
 

5.1 Creating the simulation environment 

Our simulated environment was built in Gazebo – a ROS simulation software – and 

consisted of a KUKA LBR IIWA simulated robot, to which we added the gripper, 

camera, table and parts. Simulated depth images were created with the Gazebo depth 

camera plugin. Motion planning was made with ROS software called Moveit!. To speed 

up the calculation, a powerful inverse kinematics solver, named IKFast, was used. 

IKFast can analytically solve the kinematics equations of any complex kinematics chain 

and generate language-specific files (like C++) for later use. Moveit! uses this tool to 

generate IKFast kinematics plugin using OpenRave generated C++ files. The benefit of 

using the IKFast plugin, in comparison to the default Moveit! inverse kinematics solver, 

was not measured but it was manually evaluated to be more than twice the speed.  

Another parameter affecting the calculation time of the motion planning is the 

maximum planning time. The default value for maximum planning time is 5  

seconds, meaning that if a valid motion cannot be found after the time limit has  

reached, the system outputs that no valid trajectory was found. The major reason that  

no valid trajectory can be found is that the final pose or one of the  

poses along the trajectory is not possible, because the robot exceeds one of the joints 

limits or the robot collides with one of the defined obstacles. In our environment  

the defined obstacles are the table and the 'imaginary walls' around the table. 

The value for maximum planning time can be defined using a python command 

(moveit_commander.MoveGroupCommander("manipulator").set_planning_time(XX)).

After testing the performances of the motion planning with maximum planning time 

between 0.01 and 4.9 seconds, we chose to change the value to 0.3 seconds, which is a 

compromise between the waiting time when no valid trajectory exists (should be as 

short as possible) and the missed trajectories that could have been found with longer 

planning time. We estimate that we miss less than 1% of valid trajectories using 0.3 

seconds as the maximum planning time. 

A major factor affecting the speed of the simulation runtime is the complexity of the 

parts in simulation. Since forces between parts are constantly calculated during 

simulation runtime, the number of 'faces' (surface/plane) each part is described by has 

a direct influence on the calculation time. CAD models' designers tend to use a large 

number of faces to describe the part as precise as possible, especially when the parts 

have round parts or edges. In comparison to a cube that can be described by 6 faces, the 

CAD models of the SIC have several thousand faces each. Using the CAD models as 

given makes the simulation slow down by a factor of more than 100 (0.01 is the minimal 

runtime factor display in Gazebo). Parts in Gazebo are defined separately for visual 

purposes and collision computation purposes. Meaning that a part can be displayed (and 

an RGB or depth image can be taken) using the full description of the part, and all the 

forces and collisions calculations can be made on a simplified version of the CAD 
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model. To reduce the number of faces, two 3D softwares were used – 3D Builder 

(operates on Windows) and Meshlab (operates on Ubuntu). The results of using only 

one of these softwares was that after removing 30-60% of the faces, the basic structure 

of the part was compromised. The combination of both softwares and their automatic 

simplifier functions found to be the best practice, removing 5-10% of the faces at each 

step and then transferring the results to the other software. The described procedure 

reduced the number of faces from several thousands to several hundreds, leading to a 

runtime factor of 1, except situations during assembly when the parts are assembled 

(there are contacts between parts) and then the runtime factor is reduced to 0.9-0.95. 

The EZGripper gripper is an angular gripper, where each finger is composed from two 

parts, which give the gripper the ability to grasp an object from several contact points. 

See figure 9. In Gazebo simulation software, there are 2 main options to control 

movement of joints. The first is to move the joints to a final state, and the second is by 

applying external efforts on the joints. The first option is useful when we want the 

fingers to move to a certain position in order to avoid hitting other objects when 

approaching the desired object to be grasped, like 30% closure. The same action is used 

in reality. When using the first option and commanding the gripper to fully close, the 

fingers will close on the object with maximum force and throw the object away. 

Therefore the second option was used. Our goal was to implement the gripper's 

movement exactly like in reality, where the first part of each finger (R1, L1) moves 

until it collides with the object, and only then the second part (R2, L2) moves to add 

another contact point around the object. When commanding the gripper to open from a 

grasp, the parts move in the opposite order – the second part and then the first. If the 

closing command was only for 50% closure, then the closing movements stop as if there 

are also strings in simulation that were pulled half way. In addition, both fingers move 

symmetrically.  
 

To implement these movements, we run background tasks that monitor the velocities 

of all four joints of the gripper and inform when the movement stops. When a closing 

command is given, efforts on Palm_L1 and Palm_R1 are applied and they move until 

Figure 9: Real and simulated grasps. [L1, L2, R1, R2] are the parts of the fingers. 
[Palm_L1, L1_L2, Palm_R1, R1_R2] are the joints of the gripper.  
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L1 and R1 touch the object and the movement stops. Then, efforts are applied on L1_L2 

and R1_R2 with the objective to move to the position that will make L2's and R2's tips 

touch each other. According to the lengths of the gripper's parts (the fingers and the 

distance between them) and the angle that Palm_L1 and Palm_R1 reached, we calculate 

the desired angle for L1_L2 and R1_R2 and transform it to the proper efforts. Once 

L1_L2 and R1_R2 stop, the applied joints efforts are reduced to avoid applying 

excessive force on the object, that might cause it to shake and slip out of the grasp. 

When trying to grasp a part in the simulation, the part might wobble and eventually it 

can slip out of the robot's gripper. This happens because the physics engine in Gazebo 

is not optimized for grasping yet. From my experience, adjusting the material properties 

of the part and the gripper will help reducing the oscillation, but the gripper won't lift 

the parts. Perhaps for very simple parts, like cubes, fine-tuning the parameters may 

resolve the issue. To handle the grasping problem, the Gazebo 'grasp fix' plugin was 

used. The plugin attaches a part which is grasped to the robot's gripper without slipping 

out to avoid problems with the physics engine. A part is detected as "grasped" as soon 

as two opposing forces are applied by the gripper's links on the part. The part is then 

fixed to the palm link. As soon as this criterion does not hold any more (e.g. the gripper 

opens), the part is detached again. The parameters to consider a 'grasp' can be adjusted. 

Here are the main parameters: 

 'forces_angle_tolerance' – The angle between the opposite forces of the 

gripper's fingers. I set this to 150 degrees. 

 'release_tolerance' – the distance between the fingers and the grasped part that 

will still consider as a grasp (relevant if the fingers or the part wobble). I set 

this to 0.001m. 

 'update_rate' - the rate at which all contact points are checked for a 'grasp'. This 

rate is in relation to the simulation's 'real_time_update_rate'. I set the 

update_rate to 50 and the real_time_update_rate to 1000, meaning that every 

0.05 seconds, a grasp check is made. 

 'grip_count_threshold' – the number of checks a part has to be detected as 

'grasped' in order to activate the plugin and 'attach' the part to the gripper. I set 

this to 3. 

 'max_grip_count' – after an attachment was made, the number of checks a part 

has to be detected as 'not grasped' in order to 'detach' the part from the gripper. 

I set this to 4. 

The problem with this plugin is that in cases where the grasp is made on the edges of 

the part, it can be consider successful is simulation, while in reality they wouldn't 

succeed. In addition, it's difficult to evaluate the quality of a grasp in simulation. A 

possible solution for evaluating the grasp can be to use the 3D contact point between 

the part and the gripper's fingers for several grasp criterions – number of contact points, 

area size between the contact point, distance to the center of mass of the part etc. 
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To simulate the D415, the Gazebo depth camera plugin was used, and the parameters 

were defined according to the specific D415 camera we have. The width of the images 

is 1280 pixels, the height is 720 pixels and the FOV is 1.1846 radians (67.873 degrees). 

5.2 Creating stage 1 training dataset 

To reduce simulation complexity, the IIWA robot was removed from simulation during 
all dataset creations. The camera was placed 0.53m above the center of the table. Depth 
images of randomly distributed parts were taken. Due to the limited field of view of the 
camera only some of the parts are visible in each image, but randomization parameters 
were adjusted such that the total number of appearances of each part is similar. In the 
placement process, the 'big' parts are placed by order of size – base plate, gear 2 and 
compound gear, and then the 'small' parts (gear 1 and shafts) are placed by a random 
order. Before each placement, distances from the proposed position to all other parts 
are measured to check for collision with one of the parts that is already placed on the 
table. The distance is compared to the sum of radiuses of both parts. If a collision is 
found, another randomized position is given, until the limit of 25 attempts is reached. 
If no possible position was found, the part remains outside the table. To balance the 
number of appearances of each part, a fine-tuned probability of placement is used for 
each part. The base plate, being the first part to be placed on the table, will always have 
a possible position without colliding with other parts. That is why it is placed on the 
table in only 44% of the examples. Gear 2 is placed in 47% of the examples, compound 
gear in 55%, gear 1 and standing shaft 1 in 90%, standing shaft 2 in 94%, and lying 
shaft 1 and lying shaft 2 in 100%. 

To make the simulated depth images more similar to real depth images, the synthetic 
images were processed with a few steps attempting to mimic the noise and signal 
processing pipeline of a depth camera. First, an additive Gaussian independent pixel 
noise of standard deviation σ was applied to all image pixels. For each image σ was 
chosen uniformly in [0.005, 0.03] m. Second, a Gaussian filter with randomized 
standard deviation σ was applied to the image. We randomize σ uniformly in [2, 5] 
pixels. Following these operations, the minimum and maximum depth values were 
limited to a [0.39, 0.56] m and then values were stretched to the range of [0, 255]. 

Ground truth bounding boxes, [low_x, low_y, high_x, high_y], for each part on the 
table are being calculated after randomization is finished. For each part, the parameters 
for the calculation are the positions of the camera and the part, the center of the part 
with respect to the part's base frame, the height and radius of the part and the horizontal 
and vertical fields of view of the camera. Since parts can be seen from a diagonal point 
of view, parts with a significant change between their height and base size will look 
differently in images taken from different directions. The height for each part was 
specifically chosen to increase detection accuracy, by using the height in which the 
surface of the part is the biggest. For all parts except the shafts, the height of the first 
layer, 0.013m, was chosen. For lying shaft 1 and lying shaft 2 the chosen heights are 
half of the height of the part when lying, which are 0.03115m and 0.0363m respectively. 
For standing shaft 1 and standing shaft 2 the chosen heights are the height of the part 
when standing, which is 0.1m for both shafts. Positions of two corner points of each 
part are being calculated using offsets from the center point according to the part's 
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radius. The radius for each part is fixed and does not change according to the orientation 
of the part, meaning that the bounding box will cover the whole part in all possible 
orientations. The positions of the corner points are then transformed WRT the camera's 
base frame, and the pixels representing the corner points are then calculated.  

As explained in chapter 4, we change the ground truth rotation angle Theta to avoid 
handling near-symmetries parts in stage 1. For example, if gear 1 is placed in an 
orientation of 215 degrees, the ground truth angle in stage 1 would be mod(215,90) = 
35. This value is then multiplied by the symmetry order 4 to create the Cosine and Sine 
ground truth of 140 degrees. 

The annotations for each example in stage 1 are the path to the image, x1 (low x), y1 
(low y), x2 (high x), y2 (high y), Theta values (Cosine and Sine) and the part's class. 
The average time to create an example, including placing the parts in randomized 
positions, taking the image and calculating the annotations, is 1 second. 

5.3 Creating stage 2 training dataset 

To create short-range depth images, the camera was placed 0.31m above the center of 
the table. For each example, only one part was placed on the table. Each sub-class of 
the parts with near-symmetries was handled separately. In preparation, images of the 

parts were generated in perturbed image positions ���, ��, ��� = (�, �, �) + (��, ��, ��). 

Here (�, �, �) is the ground truth position, and (��, ��, ��) is a random noise vector with 
its components drawn independently from uniform distributions with small σ 
parameters. For ��, ��, σ is 0.003m. For ��, σ is different for each part. It is the 
maximum error according to results from real experiments with stage 1. For base plate 
it is 10 degrees (the evaluated Theta is within the range [0, 360]), for compound gear it 
is 2 degrees (the evaluated Theta is within the range [0, 30]), for gear 1 it is 6 degrees 
(the evaluated Theta is within the range [0, 90]), and for gear 2 and the shafts it is 4 
degrees. 

Similar to the operations made in stage 1 to make the simulated depth images more 
similar to real depth images, the minimum and maximum depth values were limited to 
a [0.18, 0.35] m and then values were stretched to the range of [0, 255]. The other 
parameters in this process remained the same as in stage 1. 

The annotations for each example in stage 2 are the path to the image, x1 (low x), y1 
(low y), x2 (high x), y2 (high y), Theta value (one value within range [-10, 10] degrees) 
and the part's near-symmetric class. Since the randomization of the parts doesn't involve 
checking overlaps between parts, the average time to create an example is 0.2 second. 
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6. Reality Environment 
 

6.1 Connections and control systems 

In our system there are several components to operate the KUKA LBR IIWA 14 arm-

robot with the EZGripper gripper and the Intel Realsense D415 depth camera. PC-2 

operates on Windows 10. It is connected to the KUKA Server and using the 'KUKA 

Sunrise' software we can control safety configurations and update applications that run 

on the KUKA Server. During experiments PC-2 is not in use. PC-1 operates on Ubuntu 

16.04 and has ROS and Gazebo installed. It is connected to the KUKA Server, the 

EZGripper gripper and the D415. See figure 10. 

 

The communication between PC-1 and the robot is by using ROS. The robot publishes 

ROS messages to describe the current status, such as TCP cartesian pose, joints pose, 

velocity, external forces and time to destination. The robot's motion is calculated with 

Moveit! for the simulated robot in Gazebo, and the calculated trajectory, which is a set 

of joints poses to reach from the current robot's state to the next state, is transferred to 

the real robot using ROS messages. In other words, each calculated trajectory in 

simulation is separated to joints poses and sent one by one to the real robot and the 

robot calculates 'small steps' by its own, making the real motion very similar to the 

simulated motion. Before sending the next joints pose, we wait for the 'time to 

destination' value to reach 0. 

The gripper is controlled using a Python driver installed on PC-1. In order to grasp parts 

close to each other without having contact between the gripper and the other parts, we 

control the exact positions of the fingers, by sending a value with the closing command 

between 0 (fingers closed) and 100 (fingers open at maximum). Each part has a 

predefined fingers angular position which is 1-2cm more than the position when the 

part is grasped. To increase the strength of the grasps, the gripper's torque value was 

increased. The default value, 13, was chosen by the manufactures to avoid crossing the 

temperature limit. By increasing the torque value above the default, to 18, we were 

Figure 10: Real environment connections diagram. 
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risking with heat issues, therefore we implemented a background task which checks the 

gripper's motor temperature every 5 seconds, and if the temperature reaches 65 degrees, 

which is close to the temperature limit of 80 degrees, the torque value goes back to the 

default. 

The camera is also controlled using a Python driver installed on PC-1. In addition to 

receiving depth images, we control an internal parameter of the D415, controlling the 

possible depth image distances, called 'disparity shift'. When using the default disparity 

shift value of 0, the camera can produce depth images within the range of 0.4-10m. 

When increasing the value, the range is decreased, meaning we could get closer images 

with shorter maximal distance (the effect is not linearly). We changed the disparity shift 

value to 140, allowing us to take images with a minimal range of 0.2m. The maximal 

range was not tested after changing the value, but we know it's above 0.5m. 

6.2  Gripper and camera calibrations  

The world's base frame is defined to be in the bottom center of the robot. In simulation, 

the TCP is located between the tips of the gripper's fingers (in closed position), which 

is 18cm from the tip of the robot (the flange). In reality, the gripper is not aligned and 

centered exactly to the tip of the robot, so the tip of the fingers is not exactly where the 

TCP is, and there is a translational error as well as a rotational error. See figure 11. 
 

To compensate for these errors, we define a transformational matrix that defines the 

TCP pose WRT the real pose of the fingers' tip (all defined parameters and matrices are 

stored in one python script called 'objects_specifications'). During pose calculation, 

instead of moving the TCP to the required pose, we take the TCP to a pose in which the 

real fingers' tip will reach the required pose. To adjust the TM, we move the gripper 

right above the corner of the table in a downward position. First we adjust the 3-D 

rotational error manually, with the precision of a human eye, until the fingers are 

orthogonal to the table. Then we adjust the 3-D translational error, also made with the 

precision of a human eye, but in this case we need to adjust 2 translational errors 

affecting each other – the TCP WRT the fingers and the exact position of the table's 

corner WRT the base frame. In order to do so we check the translational error obtained 

between the fingers' tip and the table's corner in all four directions – camera facing 

Figure 11:  The gripper with the D415 attached to it. The red 
star show the real fingers' tip and the blue star shows the TCP. 
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forward, to the right, backward and to the left. After analyzing errors from all four 

directions we can understand if the error comes from the TM of the TCP WRT the 

fingers or from the table's corner position. After each iteration we correct the error and 

check again, until reaching errors smaller then 0.5mm, which is the limit precision 

possible with a human eye. The gripper is not connected tightly, hence every hit on the 

gripper will probably shift or turn the fingers out of the calibrated state, obligating to 

recalibrate the TM of the TCP WRT the fingers. 

The camera is attached to the gripper's motor, and it is also sensitive to external forces 

and can easily be tilted, leading to recalibrations. In addition to a TM of the camera 

WRT the gripper, there are several other parameters to be calibrated. Unlike standard 

RGB cameras, the center of the image does not represent to point in front of the center 

of the lens. Each camera has a point representing the 'center of the image', meaning the 

pixel in which the distance to the object won't change the object's position in the image 

(unlike all other pixels where the object gets closer to the center when the camera gets 

further away). This effect occurs because the camera produces depth images using an 

infrared projector and two infrared imagers. This point is called the principal point, and 

it can be different between different cameras. In our specific camera it's in [352.6, 

629.5], and not in the center of the image [360, 640]. The object located in the principal 

point will not appear in from of the center of the camera, but instead it will be in some 

offset from the center, at a point we call the reference point. To summarize, the 

calibration consists of a TM of the camera WRT the gripper and a translational offset 

[��, ��] between the reference point and the camera, which we join together since there 

is no use in the position of the camera other than with the reference point of the camera. 

Similar to the gripper calibration, the camera calibration starts with manually adjusting 

the rotational error, with the precision of a human eye, until the camera is orthogonal 

to the table. Then we place the camera above the same table's corner and take a depth 

image. Four images are taken from all four directions, and the translational errors are 

measured according to the offsets between the pixel representing the corner of the table 

and the principal point. We perform several iterations until reaching errors smaller then 

1-2 pixels. Since the rotational error is not precise and the calibration is made to a 

specific distance from the table, we perform this procedure twice. First in the short-

range distance of 0.31m and then in the long-range distance of 0.53m. The pixel size 

for these distances is 0.33mm and 0.56mm respectively. We roughly estimate that the 

precision of our calibration method is around 1mm and 0.5 degree.   

6.3  Gripper maintenance   

As shown in figure 12, there are two strings, one for each finger, connected together to 

one string that is being pulled by the gripper's motor. For the fingers to move 

symmetrically, the strings should have the same length. After using the gripper for a 

while, one of the strings stretches more than the other, resulting in an uncoordinated 

movement and closure, making one finger reach the object and move it aside before the 

second finger comes. After consulting with the gripper's manufactures, SAKE 

Robotics, the solution was to strengthen the knot and stretch the opposite string, by 
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closing the fingers to 30% and then manually open the fingers against the force of the 

motor. After repeating it several times, the fingers will move symmetrically again. 

There procedure was made several times during experiments, without a fixed 

frequency.  

Another maintenance procedure is to replace the scotch tape on the fingers. The gripper 

comes with an anti-slippery material that couldn’t produce enough friction and the 

objects slipped away from the grasps. We removed this material and replaced it with an 

anti-slippery scotch tape designed for stairs. With this scotch tape the objects can be 

grasped. After every 10-15 experiments the scotch tape is worn out and replaced.  

    

Figure 12:  The gripper with the D415 attached to it, showing the strings that 
control the fingers and the anti-slippery scotch tape. 
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7. Comparison to a three-stage method  
 

7.1 Introduction 

At the early steps of our research, our pose estimation method consisted of two stages, 

denoted stages 1 and 1.5, relying only on images taken from a distal point of view of 

0.53 meter above the table (only later we discovered we can take images from a closer 

distance by changing an internal parameter of the D415). Stage 1, the same as in the 

final version, was used for detection and coarse pose estimation. Stage 1.5 was used for 

refined orientation estimation in canonical pose and classification of near-symmetry. 

Instead of taking new images from the same distance, above each part and from the 

part's canonical orientation, each part detected at stage 1 was cropped from the original 

image according to its estimated bounding box and rotated into a canonical pose by the 

estimated (negative) orientation angle �. The network in stage 1.5 received as input the 

canonical image as well as the predicted class of the part from stage 1 and computed a 

correction for the orientation angle �. In addition, the network specified the sub-class 

for near-symmetric parts in terms of its orientation. 

After experiments were made with stages 1 and 1.5, the average translational accuracy 

of the pose estimation was 3mm (as shown in table 3), which was not good enough for 

the assembly of the SIC task. In our attempts to improve the accuracy we discovered 

an internal parameter of the D415 called 'disparity shift'. By changing its value, the 

D415 can produce depth images from closer distance (more details in chapter 6). This 

discovery opened the opportunity to add stage 2, used for high-precision pose 

estimation and classification of near-symmetries from close-up views. Further 

experiments with and without stage 1.5 showed that stage 1.5 is unnecessary once stage 

2 is added. Since stage 1.5 can be useful in cases where refined orientation estimation 

is required and taking closer images is not possible, we explain the architecture of this 

network, as well as creating the training dataset for this stage and results comparison 

with and without this stage. 

7.2 Stage 1.5 architecture 

The architecture of stage 1.5 is similar to stage 2, except two main things. First, it does 

not have a sub-network for regression of the bounding boxes, and the annotations given 

during training don't contain [x1, y1, x2, y2]. All the other sub-networks are as 

described in stage 2. Second, the image size for all parts is defined by the size of the 

biggest part, taken from the images of stage 1. In our case, the base plate taken from 

distance of 0.53m has the size of 436*436 pixels. All other parts are scaled up to the 

same image size.  

7.3 Creating stage 1.5 training dataset 

Parts from images taken at stage 1 are cropped for stage 1.5. Each sub-class of the parts 
with near-symmetries is handled separately. Similar to the process in stage 2, when 
preparing the images for stage 1.5, the images of the parts are cropped from perturbed 



 

42 
 

image positions (��, ��, ��) = (�, �, �) + (��, ��, ��). Here [��, ��]  is the center of the 

cropped area of each part, and [��, ��] affect the offsets of the cropped area. After the 
part is cropped from the image, it is rotated into a canonical pose by the (negative) 

orientation angle ��. �� is the rotation difference from the canonical pose. The cropped 
images hence contain parts which are slightly mis-centered and with slightly miss-
aligned rotation. The ground truth rotation for this stage is ��, hence the network is 
trained to identify the object misalignment in a population of roughly centered images. 
The distributions from which the noise components are drawn from are the same as in 
stage 2.  

The rotation of the cropped parts is made using bilinear interpolation. To avoid 
cropping the part during rotation, the radius (width and height) of the cropped area is 

bigger than the part's radius by 
�

√�
. After rotating the image, the center area containing 

the part is then cropped according to the part's radius. If the part was close to the edge 
of the original stage 1 image, the cropped area may contain areas outside of the image, 
leading to some 'black areas' in the output image after cropping and rotation. These 
areas are replaced with pixels from a saved image of the table without parts. 

The annotations for each example in stage 1.5 are the path to the image, Theta value 
(one value within range [-10, 10] degrees) and the part's near-symmetric class. Since 
the randomization of the parts doesn't involve checking for overlaps between parts, the 
average time to create an example is 0.2 second. 

7.4 Comparison 

30 experiments were conducted with and without stage 1.5 (out of 58 reported 
experiments using stages 1 and 2, in the first 30 experiments the parts were placed in 
the same positions as in the experiments with stage 1.5). The summary results of the 58 
experiments using stages 1 and 2, as presented in chapter 4, were added to tables 4 and 
5.  

Gripper and camera calibrations (defining the transformation matrices of them WRT 
the robot's TCP) have a direct impact on pose estimation accuracies. The gripper 
calibration effects the accuracy of the ground truth poses of the parts, since we use the 
robot to place the parts in predefined positions, and the camera calibration effects the 
calculated poses WRT the world. Calibrations were made several times during 
experiments, around every 15 experiments, since the gripper and camera can be tilted 
easily by hitting an object or the table. Manual calibrations can lead to different results, 
hence a salient comparison between methods requires a large number of experiments. 
An example can be shown in the averaged translational accuracy in table 4, where the 
average results of the first 30 experiments are 0.35-0.4mm more accurate (14-19%) 
than the average of all 58 experiments, indicating that the calibration made after 
experiment 30 was not as good as the calibrations made before. Looking at the 
rotational accuracy of the same experiments show very similar accuracy (0.62 and 0.64 
degree), indicating that the orientation accuracy of the camera was similar in all 
calibrations, and the problem was mainly in the translational calibrations.  
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TABLE 3. POSE ESTIMATION ON REAL IMAGES WITH STAGE 1.5  

Part Identity Stage 1 Stage 1.5 Stage 2 

Detection 
rate 

Translation 
accuracy (mm) 

Rotation 
accuracy (deg) 

Isometry 
classification 

Rotation 
accuracy (deg) 

Translation 
accuracy (mm) 

Isometry 
classification 

Rotation 
accuracy (deg) 

Base_Plate 100.00% 2.61 (1.76) 1.72 (1.58) - 1.60 (1.15) 2.01 (1.18) - 0.98 (0.26) 

Shaft_1 100.00% 4.19 (1.90) - 100.00% 1.33 (0.70) 2.53 (1.00) 100.00% 2.02 (0.51) 

Shaft_2 100.00% 4.38 (1.61) - 100.00% 0.86 (0.67) 2.14 (0.96) 100.00% 1.50 (0.65) 

Compound_Gear 100.00% 2.32 (1.24) 0.64 (0.56) - 0.44 (0.37) 2.25 (1.19) - 0.87 (0.55) 

Gear_1 100.00% 2.44 (1.40) - 83.33% 1.47 (2.15) * 2.05 (1.25) 100.00% 1.25 (1.30) 

Gear_2 100.00% 2.21 (1.27) 0.91 (0.58) - 0.85 (0.39) 1.85 (0.84) - 0.82 (0.41) 

Average 100.00% 3.02 (1.77) - - 1.09 (1.15) * 2.14 (1.09) - 1.24 (0.80) 

 

Tables 3 and 4: Detection and pose estimation for parts of the Siemens Innovation Challenge. For pose estimation,  
standard deviations are reported in parentheses. Isometry-breaking classification is only relevant for gear 1, shaft 1  
and shaft 2, which have near isometries.  
* Calculated without isometry misclassification errors. 

TABLE 5. REAL TASK SUCCESS RATE 

Part Identity With stage 1. 5 – 30 exp. Without stage 1.5 – 30 exp. Without stage 1.5 – 58 exp. 

Grasping 
Success Rate 

Assembly 
Success Rate 

Grasping 
Success Rate 

Assembly 
Success Rate 

Grasping 
Success Rate 

Assembly 
Success Rate 

Shaft_1 93.33% 86.67% 100% 96.67% 100% 96.55% 

Shaft_2 90.00% 80.00% 96.67% 90.00% 98.28% 86.21% 

Compound_Gear 100.00% 100.00% 96.67% 96.67% 98.28% 98.28% 

Gear_1 100.00% 90.00% 93.33% 90.00% 93.10% 86.21% 

Gear_2 100.00% 86.67% 100% 90.00% 100% 87.93% 

Average 96.67% 88.67% 97.33% 92.67% 97.93% 91.04% 

   

  Table 5: Assembly rate accuracy for parts of Siemen Innovation Challenge, during 30 
experiments with stage 1.5, and 30 and 58 experiments without stage 1.5.   

TABLE 4. POSE ESTIMATION ON REAL IMAGES WITHOUT STAGE 1.5 

Part Identity Stage 1 Stage 2 

Detection 
rate 

Translation 
accuracy (mm) 

Rotation 
accuracy (deg) 

Translation 
accuracy (mm) 

Isometry 
classification 

Rotation 
accuracy (deg) 

Base_Plate 100.00% 3.10 (2.31) 1.35 (1.46) 2.51 (1.31) - 0.58 (0.48) 

Shaft_1 100.00% 3.06 (1.85) - 1.95 (1.17) 100.00% 0.59 (0.34) 

Shaft_2 100.00% 3.77 (2.25) - 1.61 (0.72) 100.00% 0.64 (0.47) 

Compound_Gear 100.00% 2.60 (1.43) 0.69 (0.61) 1.87 (0.84) - 0.73 (0.55) 

Gear_1 100.00% 2.81 (1.59) - 1.58 (0.69) 100.00% 0.73 (0.70) 

Gear_2 100.00% 1.92 (1.11) 0.73 (0.44) 1.33 (0.63) - 0.42 (0.36) 

Average on 30 exp. 100.00% 2.88 (1.76) - 1.81 (0.89) - 0.62 (0.48) 

Average on 58 exp. 100.00% 3.28 (2.17) - 2.16 (1.19) - 0.64 (0.48) 
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The simplest discovery from performing a comparison between the two-stage and three-
stage methods is that isometry classification of the SIC's near-symmetric parts can be 
evaluated 100% correctly when using only images from close range, without the need 
to improve orientation accuracy using stage 1.5 on the images taken from high range. 
In addition to the 58 two-stage experiments, another 30 experiments were made to 
specifically examine the isometry classification accuracy, by manually placing the 
near-symmetric parts on the table in different poses and evaluating the rotational angle 
(executing stage 1 completely and then stage 2 only on the relevant parts, without 
assembly). The accuracy remained 100%. The conclusion when addressing the problem 
of classifying near-symmetric parts is that although we can assume that taking the 
image from near-canonical position is better when the orientation error is as small as 
possible, the main key to succeed is to take an image from a distance where its pixel 
size is small enough to detect the features that influence the classification. 

When examining the final rotation accuracy obtained after stage 2 (comparing the 
rotational angle where the part was placed and the result from the pose estimation 
algorithm), the average result after performing the three-stage method was 1.24 degree 
and after performing the two-stage method it was 0.62 degree (50% better). The 
maximum error was 3.24 degrees for the three-stage method and 1.68 degree for the 
two-stage method (also 50% better). One can assume that stage 1.5 have a negative 
effect on stage 2, but this is incorrect. As seen in table 3, stage 1.5 improves the rotation 
accuracy evaluated from stage 1, and therefore its influence on stage 2's results can be 
either positive or ineffectual. As explained above, a key factor effecting pose estimation 
accuracies is the gripper and camera calibrations. Since the rotation accuracies of stage 
1 are different between the methods, and in the three-stage method the rotation accuracy 
of stage 1.5 is better than stage 2 (1.09 and 1.24 degree respectively), we think that the 
explanation is not the effectiveness of stage 1.5, but the different calibration procedures 
(and their accuracies) made before the experiments (explained in chapter 6). 

Looking at the average translational accuracies, we can see an improvement of 30%-
38% between the accuracy achieved is stage 1 and the accuracy achieved in stage 2, 
with and without stage 1.5. These improvements can be explained mostly by the 
difference between the height of images taken in stage 1 (0.53m) and the height of 
images taken in stage 2 (0.31m), which is 42% closer. The remained differences 
between experiments results can be explained by the gripper and camera calibrations. 
Hence, stage 1.5 has no effect on translational accuracy.  

As stated in the introduction of this chapter, the purpose of stage 1.5 was to perform 
refined orientation estimation in canonical pose and classification of near-symmetric 
parts. The conclusion of the comparison we performed is that stage 1.5 can be useful 
when only one image of the parts on the table is taken, but when taking high range and 
short-range images this stage becomes redundant.  
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8. Further work 
 

Our work can be further developed in four leading directions – automating procedures 
which are currently manual in our work, speeding up the performances, handling more 
complex environments for object detection and pose estimation, and using our 
simulation-reality research environment for implementation of other learning 
algorithms.  

There are several procedures in our work that are currently being processed manually. 
The first procedure is determining the symmetrical type of a new object (symmetric, 
not-symmetric or near-symmetric) and the order of the rotational symmetry. Second is 
the calibration of the camera WRT the gripper. Third procedure is the fine-tuned 
probability of placement for each part, to balance the number of appearances of each 
part in the training dataset. 

Our researched did not focus on efficient calculations and assembly speed. We believe 
that these two issues can be improved without impacting performances. 

Our detection network can be used in more complicated environments. First, our current 
network could probably achieve the same pose estimation results if there were other 
unknown objects on the table. This assumption is based on the well performance of the 
Retinanet network in an occluded environment, and our network is based on the same 
principles and techniques. We assume that if we'll add other objects during creation of 
the training dataset, the task could be accomplished. Second, we can upgrade our 
network to estimate the object's pose in 6D, by regressing all three rotational angles and 
using the distances from the depth camera to calculate the translational value of Z (in 
our current method the distances are converted into grayscale pixels and the value of Z 
is equal to the height of the table). 

We established correlated real and simulated environments that can be used for 
implementations of other algorithms, such as reinforcement learning or imitation 
learning, where the use of the simulation will not be only for creating images and 
calculating the movement of the robot, but also training a policy on the simulated robot's 
movements. 

  



 

46 
 

9. Bibliography 
 

[1]  "Siemens Innovation Challenge," [Online]. Available: 
http://www.usa.siemens.com/robot-learning. 

[2]  J. Mahler and K. Goldberg, "Learning Deep Policies for Robot Bin Picking by 
Simulating Robust Grasping Sequences," Conference on Robot Learning, 2017.  

[3]  S. Levine, P. Pastor, A. Krizhevsky, J. Ibarz and D. Quillen, "Learning hand-eye 
coordination for robotic grasping with deep learning and large-scale data 
collection," The International Journal of Robotics Research, 2018.  

[4]  K. Bousmalis, A. Irpan, P. Wohlhart, Y. Bai, M. Kelcey, M. Kalakrishnan, L. 
Downs, J. Ibarz, P. Pastor, K. Konolige, S. Levine and V. Vanhoucke, "Using 
Simulation and Domain Adaptation to Improve Efficiency of Deep Robotic 
Grasping," IEEE International Conference on Robotics and Automation (ICRA), 
2017.  

[5]  M. Gualtieri, A. Pas, K. Saenko and R. Platt, "High precision grasp pose 
detection in dense clutter," IEEE International Conference on Intelligent Robots 
and Systems (IROS), 2016.  

[6]  G. Thomas, M. Chien, A. Tamar, J. A. Ojea and P. Abbeel, "Learning Robotic 
Assembly from CAD," IEEE International Conference on Robotics and 
Automation (ICRA), 2018.  

[7]  J. Tobin, R. Fong, A. Ray, J. Schneider, W. Zaremb and P. A. , "Domain 
Randomization for Transferring Deep Neural Networks from Simulation to the 
Real World," IEEE International Conference on Intelligent Robots and Systems 
(IROS), 2017.  

[8]  S. James, A. J and E. J. Davison, "Transferring End-to-End Visuomotor Control 
from Simulation to Real World for a Multi-Stage Task," arXiv:1707.02267, 
2017.  

[9]  U. Viereck, A. Pas, K. Saenko and R. Platt, "Learning a visuomotor controller 
for real world robotic grasping using simulated depth images," 
arXiv:1706.04652, 2017.  

[10] T. Lin, P. Goyal, R. Girshick, K. He and P. Dollár, "Focal loss for dense object 
detection," IEEE International Conference on Computer Vision (ICCV), 2017.  

[11] S. Ren, K. He, R. Girshick and J. Sun, "Faster R-CNN: Towards real-time 
object detection with region proposal networks," Advances in neural 
information processing systems, 2015.  

[12] K. He, G. Gkioxari, P. Dollár and R. Girshick, "Mask r-cnn," IEEE 
International Conference on Computer Vision (ICCV), 2017.  



 

47 
 

[13] S. Wei, V. Ramakrishna, T. Kanade and Y. Sheikh, "Convolutional pose 
machines," IEEE Conference on Computer Vision and Pattern Recognition 
(CVPR), 2016.  

[14] E. Krupka, K. Karmon, N. Bloom, D. Freedman, I. Gurvich, A. Hurvitz, I. 
Leichter, Y. Smolin, Y. Tzairi, A. Vinnikov, A. Bar-Hillel, "Toward Realistic 
Hands Gesture Interface: Keeping it Simple for Developers and Machines," 
Conference on Human Factors in Computing Systems (CHI), 2017.  

[15] I. Lenz, H. Lee and A. Saxena, "Deep learning for detecting robotic grasps," The 
International Journal of Robotics Research, 2015.  

[16] J. Redmon and A. Angelova, "Real-time grasp detection using convolutional 
neural networks," IEEE International Conference on Robotics and Automation 
(ICRA), 2015.  

[17] S. Levine, C. Finn, TrevorDarrell and P. Abbeal, "End-to-End training of deep 
visuomotor policies," The Journal of Machine Learning Research, 2016.  

[18] J. Tremblay, T. To, A. Molchanov, S. Tyree, J. Kautz and S. Birchfield, 
"Synthetically Trained Neural Networks for Learning Human-Readable Plans 
from Real-World Demonstrations," IEEE International Conference on Robotics 
and Automation (ICRA), 2018.  

[19] P. J. Besl and N. D. McKay, "A Method for Registration of 3-D Shapes," IEEE 
Transactions on Pattern Analysis and Machine Intelligence, 1992.  

[20] W. Liu, D. Anguelov, D. Erhan, C. Szegedy, and S. E. Reed, "SSD: Single shot 
multibox detector," European Conference on Computer Vision (ECCV), 2016.  

[21] J. Redmon, S. Divvala, R. Girshick, and A. Farhadi, "You only look once: 
Unified, real-time object detection," IEEE Conference on Computer Vision and 
Pattern Recognition (CVPR), 2016.  

[22] A. Z. Karen Simonyan, "Very Deep Convolutional Networks for Large Scale 
Image Recognition," arXiv:1409.1556, 2015.  

[23] K. He, X. Zhang, S. Ren and J. Sun, "Identity Mappings in Deep Residual 
Networks," European Conference on Computer Vision (ECCV), 2016. 

[24] A. Krizhevsky, I. Sutskever, and G. E. Hinton, "ImageNet Classification with 
Deep Convolutional Neural Networks," Conference on Neural Information 
Processing Systems (NIPS), 2012.  

[25] J. Deng, W. Dong, R. Socher, L. J. Li, K. Li, and L. Fei-Fei, "Imagenet: A 
large-scale hierarchical image database," IEEE Conference on Computer Vision 
and Pattern Recognition (CVPR), 2009.  



 

48 
 

[26] R. Girshick, J. Donahue, T. Darrell, and J. Malik, "Rich feature hierarchies for 
accurate object detection and semantic segmentation," IEEE Conference on 
Computer Vision and Pattern Recognition (CVPR), 2014.  

[27] Y. Lin, P. Dollár, R. Girshick, K. He, B. Hariharan and S. Belongie, "Feature 
Pyramid Networks for Part Detection," IEEE Conference on Computer Vision 
and Pattern Recognition (CVPR), 2017.  

[28] S. Kumra and C. Kanan, "Robotic Grasp Detection using Deep Convolutional 
Neural Networks," IEEE International Conference on Intelligent Robots and 
Systems (IROS), 2017.  

[29] J. Mahler, J. Liang, S. Niyaz, M. Laskey, R. Doan, X. Liu, J. A. Ojeay and K. 
Goldberg, "Dex-Net 2.0: Deep Learning to Plan Robust Grasps with Synthetic 
Point Clouds and Analytic Grasp Metrics," arXiv:1703.09312, 2017.  

[30] I. Popov, N. Heess, T. Lillicrap, R. Hafner, G. Barth-Maron, M. Vecerik, T. 
Lampe, Y. Tassa, T. Erez and M. Riedmiller, "Data-efficient Deep 
Reinforcement Learning for Dexterous Manipulation," arXiv:1704.03073, 2017. 

[31] Y. Ganin, E. Ustinova, H. Ajakan, P. Germain, H. Larochelle, F. Laviolette, M. 
Marchand and V. Lempitsky, "Domain-adversarial training of neural networks," 
The Journal of Machine Learning Research (JMLR), 2016.  

[32] I. Goodfellow, J. Pouget-Abadie, M. Mirza, B. Xu, D. Warde-Farley, S. Ozair, 
A. Courville and Y. Bengio, "Generative adversarial nets," Conference on 
Neural Information Processing Systems (NIPS), 2014.  

[33] B. Planche, Z. Wu, K. Ma, S. Sun, S. Kluckner, T. Chen, A. Hutter, S. 
Zakharov, H. Kosch and J. Ernst, "DepthSynth: Real-Time Realistic Synthetic 
Data Generation from CAD Models for 2.5 D Recognition," IEEE International 
Conference on 3D Vision (3DV), 2017.  

[34] S. Chitta, I. Sucan and S. Cousins, "MoveIt," IEEE Robotics & Automation 
Magazine, 2012.  

[35] S. Ren, K. He, R. Girshick and J. Sum, "Faster R-CNN: Toward real-time object 
detection with region proposal networks," Conference on Neural Information 
Processing Systems (NIPS), 2015.  

[36] R. Hartley and A. Zisserman, "Multiple view geometry in Computer Vision," 
Cambridge University Press, New York, 2003.  

[37] C. Hennersperger, B. Fuerst, S. Virga, O. Zettinig, B. Frisch, T. Neff and N. 
Navab, "Towards MRI-based autonomous robotic US acquisitions: a first 
feasibility study," IEEE Transactions on Medical Imaging, .2017  

[38] R. Kershner, "The Number of Circles Covering a Set," American Journal of 
mathematics, 1939.  



 

49 
 

[39] A. Koenig and A. Howard, "Design and Use Paradigms for Gazebo, An Open-
Source Multi-Robot Simulator," IEEE International Conference on Intelligent 
Robots and Systems (IROS), 2004.  

 

 

 

  



 

50 
 

10. Appendix A: Accepted Paper Format 
 

Accepted to: International Conference on Robotics and Automation (ICRA) 
                        May 20-24, 2019 Montreal, Canada 

 

Authors: Yuval Litvak, Armin Biess, Aharon Bar-Hillel 

 

 

  



 

51 
 

Abstract— Most of industrial robotic assembly tasks today 
require fixed initial conditions for successful assembly. These 
constraints induce high production costs and low adaptability to 
new tasks. In this work we aim towards flexible and adaptable 
robotic assembly by using 3D CAD models for all parts to be 
assembled. We focus on a generic assembly task - the Siemens 
Innovation Challenge - in which a robot needs to assemble a gear-
like mechanism with high precision into an operating system. To 
obtain the millimeter-accuracy required for this task and 
industrial settings alike, we use a depth camera mounted near 
the robot’s end-effector. We present a high-accuracy two-stage 
pose estimation procedure based on deep convolutional neural 
networks, which includes detection, pose estimation, refinement, 
and handling of near- and full symmetries of parts. The 
networks are trained on simulated depth images with means to 
ensure successful transfer to the real robot. We obtain an 
average pose estimation error of 2.16 millimeters and 0.64 
degree leading to 91% success rate for robotic assembly of 
randomly distributed parts. To the best of our knowledge, this is 
the first time that the Siemens Innovation Challenge is fully 
addressed, with all the parts assembled with high success rates.  

I. INTRODUCTION 

Robots in manufacturing and assembly tasks are often 
lacking perception, making it necessary to place the parts to be 
manipulated in pre-defined positions using fixtures or part 
feeders. The installation of such structured environments is a 
time-consuming process, which induces high costs. To enable 
the next advance in robotic manufacturing, where a large 
variety of products is likely to be manufactured in small 
production volumes (Industry 4.0), robots need to be endowed 
with adaptive and flexible skills. Flexibility here means the 
ability to work with arbitrary initial part conditions. Our goal 
is to obtain flexible assembly based on recent advance in 
machine learning, computer vision and depth sensing  . 

Many studies involving manipulation of parts are 
proposing methods for grasping from arbitrary initial 
condition [1-10]. Some consider kitting and basic assembly 
tasks [3,11,12], like stacking of Lego bricks [12] or peg-in-the-
hole problems [11]. Most of the grasping studies consider 
grasping of general objects, which is considerably more 
difficult than grasping of a known specific part. In addition, 
most of these studies consider RGB images obtained with a 
camera in a fixed position covering the entire scene, and some 
of them train mappings directly from images to actions. This 
creates highly diverse image distributions, leading to difficult 
learning problems. The cost of learning in such large input 
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spaces is often reduced accuracy (the ability to bring a part 
exactly to a target pose) and reduced robustness (the 
probability to accomplish the task successfully). When all the 
parts of an assembly task are rigid and known a-priory as CAD 
models, a different approach can be used, which we pursue 
here. First, the task can be completely defined in terms of start 
and end target poses of the parts. The target poses are naturally 
defined as relative part poses (pose of one part in the reference 
frame of the other) but can trivially be translated to the robot 
reference frame once the poses of all parts are estimated. In 
addition, the end effector pose required for a successful grasp 
of each part can be stated a-priory (in the part’s reference 
frame), as part of the task definition. This implies that an 
assembly task can be primarily reduced to pose estimation, 
provided that motion control is sufficiently accurate  . 

An appealing approach for improving pose estimation is by 
making the learning problem easier: use a small input space, 
and a large training sample. A large sample is difficult to 
obtain on a real robot [2] but can be easily generated in a 
simulated environment [4-7,10,11,13]. When a pose 
estimation algorithm is trained in a simulator, adapting it for 
execution on the real robot may be challenging, especially for 
RGB images and wide scene view. In recent years techniques 
for bridging the simulation-reality gap in RGB images were 
proposed like domain randomization [4, 5] or images synthesis 
with GANs [4]. However, bridging the simulation–reality gap 
is still difficult with significant accuracy reduction involved. 
We hypothesize that bridging the gap is simpler for synthetic 
depth images, which are more similar to their real counterparts 
than synthetic RGB images [7]. 

These considerations led us to the following working 
assumptions in our approach: First, it is assumed that exact 3D 
CAD models of all rigid parts of interests are available. 
Second, we rely exclusively on depth sensing. Third, the depth 
sensor is mounted next to the robot’s end-effector in order to 

Learning Pose Estimation for High-Precision Robotic Assembly 
Using Simulated Depth Images 

Y. Litvak, A. Biess*, A. Bar-Hillel* 

Figure 1: The KUKA LBR IIWA robot performs the Siemens Innovation 

Challenge successfully in simulation (top row) and in reality (bottom row). 
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place the end-effector in a canonical pose as near as possible 
to the part of interest. Placing the camera as close as possible 
to the object is a key for pose estimation accuracy, since the 
world pose estimation error is determined by a multiplication 
of the error obtained in the image plane and the distance 
between object and camera focal point [14]. The importance 
of small sensor-object distance is enhanced by the fact that 
current of-the-shelf depth cameras are of relatively low 
resolution compared to available RGB cameras. Since CAD 
models for all parts are available, all training is done with 
simulated data only. A policy for a new task may then be 
trained within several hours of computation. Hence, the 
approach – if successful – has the potential to be adaptive by 
enabling fast migration to new tasks.  

In this study we test the suggested approach on a single 
assembly task and try to solve the Siemens Innovation 
Challenge_(https://www.siemens.com/us/en/home/company/fa
irs-events/robot-learning.html). In the challenge a robot needs 
to assemble a gear-like system composed of a base plate, two 
different shafts and three different gears into an operating 
mechanism (Fig. 1). The task can be broken into 5 sub-tasks, 
each requiring grasping and assembly of a single part. The sub-
tasks are highly challenging since they require millimeter 
accuracy in positioning of the parts. The initial poses of the 
base plate and the parts to be assembled are not constrained 
and arbitrarily placed without overlap in the workspace of the 
robot. In addition, some parts have rotational symmetries, or 
near-rotational symmetries, of different orders. The base plate 
has no symmetry (or symmetry of order n=1). Gear 2 has 
rotational symmetry of order n=4 (i.e., rotations of 360/4 
degrees lead to the same shape) and the compound gear has 
rotational symmetry of order n=12. Gear 1, shaft 1 and shaft 
2 have near-symmetries, meaning rotations of the part 
resemble each other, but are not identical (see Fig. 2 and 4).  

For a rigid part, the pose in 3D is fully defined by six 
parameters (three translational and three rotational degrees of 
freedom). However, for many robotic applications, and 
specifically for the task we consider, it is sufficient to describe 
the pose of a part in the plane, which requires only three 
parameters (two translational and one rotational degree of 
freedom [8,15]). The main component in our approach is the 
pose estimation pipeline, composed of two stages 
implemented as Convolutional Neural Networks (CNN). In 
stage one, several images covering the scene are taken from a 
pre-defined height above the workspace surface. These are 
processed by a RetinaNet [16] based detector and a pose 
estimator, providing detection and initial pose estimation for 
each part. In stage two, the robot's end-effector is moved to 
take a close-up view image of each part separately. The image 
is taken in a canonical pose based on the current pose 
estimation, so the part is expected to appear in the image at a 
certain known position, size and rotation. This image is then 
used for further pose refinement and resolving of near-
isometry ambiguities. The high resolution and limited 
appearance space due to the enforced canonical pose enable 
efficient learning of accurate pose estimators. While stage one 
is executed once to provide initial pose estimations for all 
parts, stage two is executed separately for each part at the 
beginning of its assembly.  

Our environment consisted of a KUKA LBR IIWA 14 
R820 anthropomorphic robotic manipulator equipped with a 
SAKE ROBOTICS EZGripper and an Intel RealSense D415 
depth camera mounted on the gripper (Fig. 1). For each part, 
except of the base plate, the task definition includes two 
relative positions: a final required pose relative to the base 
plate, and a grasp pose (of the end-effector) defined in the 
part’s reference frame. A script encoding the assembly 
sequence was written, including a grasping and assembly 
motion for each part with trajectories computed using standard 
motion planning. In addition, a force-based feedback routine 
is employed upon each assembly part if part misalignments are 
detected by using a threshold on the force sensor reading. 
Assembly of the part is then re-attempted in multiple offsets 
around the expected position. 

Our experiments included 58 assembly attempts on the real 
robot. In these experiments part detection rate was 100%, near 
isometries were resolved in 100%, the mean translation error 
of a part was 2.16mm, and the mean rotational deviation was 
0.64 degrees. This accuracy enabled successful grasp in 97.9% 
of the cases, and successful assembly in 91% of the cases. 
While direct comparison is not possible, the obtained accuracy 
and the scope of successful assembly is higher than in previous 
related work [5,11]. Most of the failures are related to the grasp 
instability due to a sub-optimal gripper: the fingers cannot 
reach a parallel grip in certain cases and the force applied by 
the gripper is not strong enough. We hence believe the 
suggested approach is a significant step towards flexible and 
adaptive CAD-based robotic assembly. 

II.  RELATED WORK 

We briefly discuss topics which are mostly related to our 
work: flexible assembly and part manipulation, pose 
estimation, and exporting policies from simulation to reality. 

Flexible Assembly: Recent work has often focused on 
grasping from arbitrary initial conditions ([1,2,4-10] are a 
small subset). The interest is often in grasping of general 
unknown objects (i.e. objects not seen in training), for which 
very high success rates can be obtained when large simulated 
[10] or real datasets [2] are used. However, high-accuracy 
manipulation problem addressed here is only partially similar 
to grasping and is orthogonal to it in several senses. On the one 
hand, the networks we train do not solve general grasping, but 
only grasping of specific known objects. On the other hand, 
our assembly manipulation task requires to go beyond 

Figure 2: Isometry and near isometry of real assembly parts: 
(Left): Gear 2 part with rotational symmetry every 90 degrees. (Middle): 
near-symmetry views of the gear 1 with 4 near-symmetries rotated to 
canonical pose. Note that while these four rotations of gear 1 are very 
similar, successful classification among them is required for exact pose 
estimation. When another rotation is used instead of the correct one, the 
grasp efficiency will be reduced due to lack of contact points and the gear's 
teeth may not fit well into the teeth of its neighboring gears. (Right): two 
near-symmetries of shaft 2 rotated to canonical pose, which are much easier 
to discriminate. 
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traditional metrics of grasp success rates. We have to grasp 
objects with very specific relative poses (of the gripper w.r.t 
the object), which enable proper assembly with millimeter 
accuracy which is usually not required for successful grasping.  

 Beyond grasping, several works have considered 
manipulation and assembly tasks [3,11,12]. These tasks 
include grasping and bringing parts to tight spatial relations 
with others. Several manipulation tasks have been learned on 
a real robot, like placing a coat hanger on a rack or screwing a 
cap on a bottle [3]. The learning task is split between two 
agents: a mixture of linear Gaussian controllers, each trained 
for specific known initial conditions and a deep network 
generalizing across initial conditions. In [11] the tasks are most 
similar to ours, as they use a subset of the Siemens Innovation 
Challenge tasks (two sub tasks), as well as a U-shape fitting 
task. In this work the pose estimation problem is addressed 
using fiducials (attached markers on the parts designed for 
pose estimation). Training is done using a combination of 
motion planning and Guided Policy Search (GPS), where the 
former is used to guide training of the latter. High success rates 
are reported for the real robot, but only from two known and 
fixed initial part positions. In [12] a difficult assembly task of 
Lego brick stitching is handled, but only in a simulation 
environment. The authors assume known states, including 
brick positions, and use a DDPG algorithm with several 
improvements to learn assembly policies. 

The studies in [3] and [11] address a difficult learning 
problem of complex observation-to-action maps. Our 
approach is inherently different: We avoid the need for 
learning observation-to-action maps by enabling highly 
accurate state (pose) estimation, from which simple motion 
planning suffices for task accomplishment. We obtain this 
accuracy by using two main ideas: first, we narrow the input 
distribution to face a relatively easy learning problem by 
moving the sensor to the vicinity of the part with a relatively 
fixed spatial relation and use of near-range depth imaging. 
Second, we solve this problem in the simulator where a very 
large sample can be used to learn a complex pipeline of 
multiple refining CNNs with high accuracy. 

Pose estimation: Pose estimation of an object starts with 
object detection, for which significant progress has been made 
in recent years [16,17,18]. In the recent vision literature, pose 
estimation is often performed for non-rigid objects like the 
whole human body [19] or the human hand [20]. In these cases, 
the pose is specified using the location of multiple interest 
points. In contrast, the pose of a rigid object in 3D is fully 
defined by six parameters, or three if only pose in the plane is 
considered. In the Cornell grasping data set [15] the grasping 
task is defined by specifying the 2D-pose of the gripper (not 
the object) required for a successful grasp. Several network 
architectures were suggested for the regression of successful 
grasp poses, including a two-stage process of candidates 
finding followed by candidate ranking in [15] and regression 
in multiple spatial cells in [8]. Other CNN architectures for 
pose estimation in the robotic context include networks with 
spatial soft-max for feature point finding [2] or convolutional 
pose machines [19], where multiple layers regress the same 
heat map for refinement. 

A possible approach to reduce the complexity of pose 
estimation is achieved by using depth information [7,13]. 

Specifically [7] uses a depth camera mounted near the gripper 
as is done in our work. In our study we combine the strengths 
of [7] with a process of canonization and refinement, similar 
to [20]. When depth information is present, pose estimation 
can be addressed without learning, by registration of a 3D 
model and the observed point cloud using methods like 
Iterative Closest Point (ICP) [21]. Such methods can be rather 
accurate, but they provide local optimum of the registration 
and require good initial registration hypothesis. In a task like 
the Siemens Innovation Challenge, where some parts have 
strong self-similarity due to near-isometry, it may be very 
difficult to find a good initial hypothesis, which will lead to the 
right registration and not result in a wrong local optimum. 

Simulation to reality transfer: When a predictor is defined 
over RGB images, transferring between simulated and real 
images is challenging due to significant differences between 
simulated and real images in terms of illumination, texture and 
background distribution. In domain randomization [4,5] 
scenes are generated under a large variety of visual conditions 
(e.g. illumination conditions and background textures), object 
types and robot dynamics characteristics. A predictor trained 
on such a rich distribution is usually more amenable for 
transfer to the real world. Other domain adaptation techniques 
are domain–adversarial neural networks (DANN [22]) and a 
transfer GAN creating seemingly-real images from simulated 
images [5,23]. Following [13,24], we hypothesize that the gap 
between simulation and reality is smaller and easier to bridge 
when only depth images are used. Specifically in [13], a 6D 
grasp pose detector has been trained in a simulator and 
transferred successfully to the real robot with 93% success rate 
without any special mechanisms used for transfer. In [24] it 
was shown that by enhancing simulated data to mimic the 
signal processing pipeline of a depth camera transfer can be 
further facilitated. We follow some of these ideas in this work.  

III.    METHOD 

A. Pose Estimation – General Overview 

Our pose estimation pipeline includes two stages: (1) 
detection and coarse pose estimation from a distal point of 
view and (2) high-precision pose estimation and classification 
of near-symmetries from close-up views. 

Stage 1 - Detection and coarse pose estimation: Several 
depth images covering the entire surface are taken from a 
distance of 0.53m above the table. These images are analyzed 
for parts and poses using a fully convolutional neural network 
(CNN) with architecture similar to the RetinaNet [16]. For 
each detected part the network outputs the part's class (one of 
six known classes), a bounding box around the part, and the 
orientation angle � of the part around the Z axis of the world 
frame. The real position of the part’s center on the workspace 
surface is then calculated by de-projecting the center pixel of 
the estimated bounding box. To simplify learning, the range of 
the orientation angle � for each part is defined by the 
symmetry of the part spanning an interval from 0° to 360/n, 
where n is the order of the rotational symmetry. For symmetric 
parts, compound gear and gear 2, the maximum angles are 30° 
(n=12) and 90° (n=4) respectively. For near-symmetric parts, 
gear 1, shaft 1 and shaft 2, the maximum angles are 90°, 180° 
and 180° respectively.  
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Stage 2 - High-precision pose estimation from close-up 
views: To obtain high-precision pose estimation results, we 
analyzed images from close-up views. For this purpose an 
additional depth image of each part is taken from a distance of 
0.31m (the closest distance for which the largest part can be 
fully seen) with the camera rotated into canonical pose 
according to the estimation obtained from stage 1. The output 
of stage 2 is a bounding box estimate, which enables good 
prediction of the part center in the world frame (as done in 
stage 1), a fine-tuned correction for the orientation angle � and 
a sub-class classification for the near-symmetric parts: shaft 1, 
shaft 2 and gear 1. For shafts, there are two possible sub-
classes: the part is close to 0° (class 0) or close to 180° (class 
1). Respectively, for gear 1 four sub-classes are possible, and 
the distinction among them is more difficult (see Fig. 2.center). 
The final part rotation is determined based on the near 
isometry classification (for determining the baseline angle) 
and adding the regressed orientation correction. 

We have also experimented with a three stage system, in 
which an additional stage was added between stage 1 and 2. In 
this stage each part detected at stage 1 was cropped from the 
original image and rotated into a canonical pose by the 
estimated (negative) orientation angle �. A network trained on 

such cropped images was used to refine the pose estimation 
and resolve near-isometries before taking close-up images (to 
improve the canonical pose in which they are taken). However, 
our experiments have shown that the three-stage method did 
not obtain higher accuracy than the two-stage method. 

B. Pose Estimation – Networks Architectures 

Stage 1: Our network is similar to the RetinaNet 
architecture, with architectural modification made for our 
specific needs (Fig. 3). The network backbone in stage 1 is 
ResNet-50 [25], a residual network pre-trained on ImageNet 
dataset, followed by a Feature Pyramid Network (FPN) [26], 
which is effective in detection of multi-scaled parts. The FPN 
extracts features from three internal layers of ResNet-50 to 
construct a pyramid of five layers, P3-P7. These layers contain 
similar representations, summarizing features from high and 
low layers of the ResNet backbone, but in five different spatial 
resolutions. Even though the images in our environment are 
taken from fixed heights, RetinaNet's backbone is used 
without modification. Anchors for object detection were used 
as in the original network with five octaves and nine anchors 
at each point, representing different scales and aspect ratios. 
During training anchors are labeled as positive, negative or 
‘ignore’ based on the intersection-over-union (IOU) between 

Figure 3: Networks' architecture. (Top graph): Stage 1 network, based on RetinaNet architecture, starting with a backbone of FPN on top of a feedforward 
ResNet (a-b), followed by three subnetworks. First two subnetworks are classification (c) and regression of bounding boxes (d) and the third and new subnetwork, 
marked with a red square, is regression of rotation angle � (e). In this drawing � = 9 is the number of anchors per location, �� is the total number of anchors in 
the image and � = 6 is the number of part classes. (Bottom graph): Stage 2 network. We use four internal layers from ResNet (a) to produce a high-resolution 
layer from the FPN (b), followed by 4 subnetworks (c-f). K1 is the number of near-symmetries classes learned in Symmetry 1 subnetwork (c), K2 is the same for 
(d), and K is the total number of classes (K1 + K2 + all other parts which don't have near-symmetries). The last layer in each subnetwork is the output layer. 
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the anchor and ground truth bounding boxes, with original 
thresholds set to 0.5 and 0.4 for positive and negative overlap, 
respectively. Since we aim towards more accurate detection, 
we set the thresholds to 0.7 and 0.6, respectively.  

RetinaNet includes two sub-networks: one for 
classification and one for regression of the bounding boxes. 
The losses for the first two sub-networks were used without 
change: Focal loss [16] for part classification, and Huber loss 
(smooth ��) for bounding box regression [17]. A third sub-
network for regression of the orientation angle � was added in 
stage 1. The third subnet of orientation regression outputs for 
each [anchor, part] the orientation � parametrized as 
(sin(��) , cos(��)), where � is the rotational symmetry order 
of the part (following [8]). Since for most part-anchor pairs no 
part is detected, no loss is applied in such locations during 
training – the loss only applies in true detection anchors and 
only for the relevant part. We use the Huber loss over the two 
relevant orientation neurons for each class.  

Stage 2: This stage does not perform detection, as input 
images with a single part are provided to the network. We use 
the FPN technique to create a high-resolution map (twice the 
size of the largest map used in stage 1) termed �2, based on 
the �2 ResNet layer. This map contains rich features from 
higher ResNet layers, yet in a high resolution enabling fine 
grained distinctions. This layer is the input of four sub-
networks. The first two classify parts with near-symmetries. 
Subnet 1 predicts the four possible orientations of gear 1 and 
subnet 2 the two possible orientations of shaft 1 and shaft 2  
leading to a total of four outputs. The loss for these two subnets 
is the standard categorical cross entropy. Like before, the 
subclass loss is only used in training for parts in the relevant 
class (gear 1 for subnet 1, shafts for subnet 2). The third 
subnetwork regresses a refinement of part’s bounding box. 
The subnet has only 4 outputs, since there are no multiple 
anchors. The loss function is the Huber loss. The forth 
subnetwork regresses the orientation angle �, similar to the 
one in stage 1. Since the part is almost in canonical position 
and the predicted angular range is within [-10, 10] degrees, no 
cyclic angle needs to be considered here, so the output neurons 
directly regressing � (one neuron for each class).  

 In all subnetworks of stage 2, a fully connected layer with 
64 neurons is added after the last 2D-convolutional layer and 
before the output layer of the subnet, to improve the accuracy 
of the network. This has a slight cost in computation time, 
which was not optimized in this work. In the classification 
subnets a ReLU activation function was used after the fully 
connected layer, whereas in the regression subnets no 
activation function was used. 

C. Creating Training Dataset 

Our simulated environment was built in Gazebo [27] – a 
ROS simulation software – and consisted of a KUKA LBR 
IIWA simulated robot [28], to which we added the gripper, 
camera, table and parts. Simulated depth images were created 
with the Gazebo depth camera plugin. 

Stage 1: Depth images of randomly distributed parts were 
taken from a distance of 0.53m above the table. Due to the 
limited field of view of the camera only some of the parts are 
visible in each image, but randomization parameters were 
adjusted such that the total number of appearances of each part 

is similar. Each image contains 1 to 5 parts, with an average of 
3.2 parts per image. 200,000 images were created for training 
with proper ground truth. The bounding box ground truth was 
determined by the projected center of the part in the image and 
the part’s radius. For each part, the bounding box size is fixed 
and does not depend on the part orientation. To estimate the 
ground truth rotation angle in stage 1, all near-symmetric parts 
were treated as symmetric. For example, if gear 1 is placed in 
an orientation of 215 degrees, the ground truth angle in stage 
1 would be mod(215,90) = 35. This value is then multiplied by 
the symmetry order to create the cosine and sine ground truth.  

Stage 2: Depth images were taken from a distance of 0.31m 
above the table (in the simulation environment). For each 
image, only one part was placed on the table. Each sub-class 
of the parts with near-symmetries was handled separately. 
50,000 images were created for training of each sub-class, 
leading to a total of 550,000 images. In preparation, images of 
the parts were generated in perturbed image positions 
���, ��, ��� = (�, �, �) + (��, ��, ��). Here (�, �, �) is the 
ground truth position, and (��, ��, ��) is a random noise 
vector with its components drawn independently from uniform 
distributions with small � parameters. The ground truth for this 
stage includes sub-classes of near-symmetries, �� for the 
rotation refinement subnetwork, and the perturbed bounding 
box of the part for the bounding box refinement subnetwork. 
Hence the network is trained to identify the part misalignment 
(and sub class when relevant) in a population of images 
containing roughly centered parts. 

D. Bridging the simulation-reality gap 

To make the simulated depth images more similar to real depth 
images, the synthetic images were processed with a few steps 
attempting to mimic the noise and signal processing pipeline 
of a depth camera (Fig. 4). First, an additive Gaussian 
independent pixel noise of standard deviation � was applied to 
all image pixels. For each image � was chosen uniformly in 
[0.5,3] cm. Although the reported noise per pixel of the real 
D415 depth camera is only 1cm, we use this procedure for the 
system to be resilient to various noise conditions, which may 
result from variance in illumination, camera-object distance, 
etc. Second, a Gaussian filter with randomized standard 

Figure 4: Depth images, showing all 6 parts, taken from distance of 0.53m 
in simulation (top row) and in real (bottom row), before image processing 
(left column) and after (right column). Parts' classes by order of appearance 
(from left part and clockwise): base plate, gear 1, shaft 2, shaft 1, compound 
gear and gear 2. 
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deviation � was applied to the image. A similar function is 
often used in the real depth camera processing pipeline, but 
with an unknown � parameter. We hence randomize � 
uniformly in [2,5] pixels. Following these operations, the 
minimum and maximum depth values were limited to a certain 
range and then values were stretched to the range of [0,255]. 
The 2D images were finally expanded to three identical maps 
creating a 3D RGB greyscale image required as input by the 
RetinaNet network. In addition to this operation of bringing 
synthetic images closer to real, we take some actions to bring 
real images closer to synthetic. See section IV.A for details. 

E. Assembly 

For each part assembly, a sequence of pick-and-place 
operations is computed based on the estimated poses. The pick 
operation requires the grasping pose of the robot's end-effector 
with respect to the part, whereas the place operation is 
determined by the part’s pose with respect to the base plate. 
The required pose for each operation is computed based on the 
estimated part and base plate positions. Calculation of target 
poses include simple homogeneous matrix multiplications. For 
example, the pose of the end-effector in world coordinates is 
obtained by the pose of the part in world coordinates 
multiplied by the pose of the end-effector with respect to the 
part. Based on the current and target pose of the end effector, 
motion trajectories are computed using Moveit! [29] – a ROS 
software motion planning package. The planner generates a 
suitable trajectory in the 7D joint-angle space of the robot 
considering all of the robot's constraints. Thus, our assembly 
process consists of estimating the pose of the parts from real 
world images followed by applying a sequence of part pick-
and-place motions calculated with Moveit!.  

To handle estimation errors, a force feedback routine is 
added and applied to the assembly of each part. All the parts 
are assembled using a descend motion bringing the part to its 
proper position. If during the last descend of the place 
operation the robot’s force sensor measures a significant force 
in the opposite direction (i.e. up in the world Z direction), an 
unexpected contact with the base plate or another part is 
indicated. This, in turn, shows that the part was not placed in 
the correct position, and the robot stops the descend motion. 
This event triggers a search algorithm for a new descend 
position starting from positions which are closer to the initial 
estimate and going outwards in circles until a position with no 
negative force is found (Fig. 5). To find the array of possible 
offset locations, we think of the problem as finding a minimal 
set of positions, which guarantee successful insertion of a disk 
of radius r (for example: a shaft) into a hole of radius R (r<R) 
located in an unknown position within a squared area. The 
search locations of an optimal set for this problem are arranged 
in equal triangles with side lengths d = 2(R-r) and can be found 
using a known algorithm [30].  

IV.    EXPERIMENTS 

A. Pre-processing 

Real depth images have spatial noise effects (in addition to 
independent pixelwise noise) and zero-value pixels, mostly 
near large depth gradients where the camera has difficulties to 
obtain good depth estimates. To remove some of the noise, we 
always capture ten copies from the camera for each image and 
calculate the average of all none-zero pixels. All remaining 

zero-pixels are replaced by the average of their nearest 
neighbors. Finally, we use the same minimum and maximum 
depth limits defined during the creation of the simulated 
images and transform the image to a 3D RGB greyscale image 
(Fig. 4).  

The parts of the Siemens Innovation Challenge were 
printed using a 3D printer. For assessing the quality of our pose 
estimation procedure, we had to create part configurations with 
known ground truth of the parts’ poses on the table. For this 
purpose, the parts were randomly placed in simulation and 
their poses were saved to a file. At the beginning of a real 
experiment, each part was manually placed in the corner of the 
table – a fixed known position – and then transferred by the 
robot to its previously saved position on the table.  

During preparations, we discovered that our gripper was 
not centered and aligned to the robot's flange, resulting in bad 
pose estimations. A calibration of the camera position with 
respect to the gripper improved our results considerably, but 
translational ground truth errors of about 1mm remained. In 
addition, since aligning the parts to the corner of the table was 
made by human assessment, we estimated that a ground truth 
noise of ~0.5 degree exists for the rotational angle. 

B. Experiment 

Nine fixed camera positions in the height of 0.53m were 
chosen to take images of the parts, which were randomly 
placed on the table in reachable distance to the robot. For each 
image, stage 1 of the algorithm was initiated. Since there was 
an overlap between the nine images, some parts were detected 
in several images, which required some filtering. The first 
filter removed small parts (shafts) near the edges of images, 
since parts detected near the image center enable more 
accurate image-to-world de-projection, leading to more 
accurate world pose estimates. The second filter found parts 
from different classes with similar predicted positions and 
chose the part with the highest stage 1 classification score. In 
this process, we removed all misclassified parts as they always 
had lower classification scores than the true parts. The third 
filter removed duplicates of the same part by choosing the 
detection with the highest stage 1 classification score. This 
filter, which implicitly relies on the assumption of a single part 
from each class, was only applied once when the base plate 
was detected in two different locations. Next, stage 2 of the 
algorithm was initiated, resulting in high-accuracy pose 
estimations used for the assembly. 

Figure 5: Search 
locations represented as 
X and Y offsets in units 
of mm from the 
calculated placement 
position, where 
numbers and colors 
indicate the order of 
search. The size of 
the search area is  
10mm x 10mm and the 
side length of the 
triangle d = 1mm, 
which is the difference 
between the diameter of 
the central hole of the 
compound gear and the 
diameter of the shaft. 
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V.   RESULTS 

A. Robotic assembly in a real environment 

 We performed a total of 58 real experiments. For each 
experiment, all six parts had to be detected and subjected to 
pose estimation. Five out of six parts (all but the base plate) 
were then assembled. For cases where the robot failed to 
assemble a part, the parts were manually assembled, and the 
robot was then allowed to continue the assembly of the 
remaining parts. This was done in order to collect assembly 
success rates for all the parts from a sample of the same size, 
while success rates in the entire sequence were also measured. 
As shown in Table 1, our algorithm achieved 100% detection 
rate. Pose estimation resulted in an average translational 
accuracy of 2.16mm and a rotational accuracy of 0.64 degrees. 
Out of 290 attempts of grasp-and-assemble, 264 were 
successful (91%). In 39 experiments, all parts were 
successfully assembled (67.2%). The force feedback routine 
was invoked in only 20% of the cases. When activated, the 
search algorithm was used with an average of 9.6 location 
search attempts. 

Among the 26 failures, 22 assembly attempts (7.6%) failed 
due to imperfect grasps using the SAKE EZGripper, which 
generated too few contact points resulting in too weak grip 
forces. In 6 of the 22 failed attempts, the gripper succeeded to 
grasp the part but let it slip while lifting. In the remaining 16 
attempts, the grasped part made contact with the base plate and 
the robot sensed a negative feedback force, which triggered the 
search algorithm for the correct placement position, during 

which the part slipped. The last 4 failed attempts (1.4%) 
occurred when the base plate was randomly placed in a certain 
position for which the motion planner could not find a feasible 
trajectory to place the part. In summary, the angular SAKE 
EZGripper imposed a severe constraint on the performance. 
We believe that by using a parallel gripper the grasping and 
assembly success rates could have been significantly 
improved, but this needs to be analyzed in future studies. 

For comparison of our results with previous works we refer 
to two related studies. First, we were able to improve pose 
estimation by an order of magnitude when compared to [5], 
which also used training in simulation, but used RGB images 
of more basic parts. Second, we demonstrate assembly 
capabilities on more parts than considered in [11], which 
studied a subtask of the Siemens Innovation Challenge by 
inserting a shaft into a gear under fixed initial conditions. 

B. Robotic assembly in simulation 

In Table 2 we report our pose estimation results on 
simulated images. The test set for stage 1 consisted of 30,000 
images from a distance of 0.53m (~70,000 parts), whereas 
100,000 test images from a distance of 0.31m (100,000 parts) 
were used for stage 2. As can be seen, our networks achieve 
near-perfect pose estimation results for simulated images, 
which are 54 × better than the real results for translations and 
7 × better for rotational accuracy. This discrepancy between 
simulated and real images reflects the remaining simulation-
reality gap, which we were not able to close.  

TABLE 1. POSE ESTIMATION ON REAL IMAGES AND REAL TASK SUCCESS RATE 

Part Identity Stage 1 Stage 2 Task Success Rate 

Detection 
rate 

Translation 
accuracy (mm) 

Rotation 
accuracy (deg) 

Translation 
accuracy (mm) 

Isometry 
classification 

Rotation 
accuracy (deg) 

Grasping 
Success Rate 

Assembly 
Success Rate 

Base_Plate 100.00% 3.73 (2.72) 1.27 (1.24) 3.03 (2.48) - 0.52 (0.46) - - 

Shaft_1 100.00% 3.72 (2.72) 108.34 (87.73) 2.20 (1.20) 100.00% 0.65 (0.39) 100% 96.55% 

Shaft_2 100.00% 3.88 (2.37) 95.12 (89.72) 1.99 (0.82) 100.00% 0.69 (0.42) 98.28% 86.21% 

Compound_Gear 100.00% 2.99 (1.64) 0.61 (0.53) 2.26 (1.05) - 0.71 (0.49) 98.28% 98.28% 

Gear_1 100.00% 2.86 (1.71) 76.17 (56.65) 1.77 (0.68) 100.00% 0.83 (0.76) 93.10% 86.21% 

Gear_2 100.00% 2.50 (1.86) 0.70 (0.44) 1.73 (0.90) - 0.44 (0.35) 100% 87.93% 

Average 100.00% 3.28 (2.17) 47.04 (39.39) 2.16 (1.19) - 0.64 (0.48) 97.93% 91.04% 

 

TABLE 2. POSE ESTIMATION ON SIMULATED IMAGES 

Part Identity Stage 1 Stage 2 

Detection 
Rate 

Translation 
Accuracy (mm) 

Rotation 
Accuracy (deg) 

Translation 
Accuracy (mm) 

Isometry 
Classification 

Rotation 
Accuracy (deg) 

Base_Plate 100.00% 0.12 (0.07) 0.28 (0.37) 0.05 (0.03) - 0.03 (0.03) 

Shaft_1 100.00% 0.18 (0.13) - 0.04 (0.03) 100.00% 0.04 (0.03) 

Shaft_2 100.00% 0.17 (0.11) - 0.04 (0.02) 100.00% 0.04 (0.03) 

Compound_Gear 100.00% 0.11 (0.07) 0.09 (0.07) 0.04 (0.03) - 0.05 (0.05) 

Gear_1 100.00% 0.17 (0.11) - 0.05 (0.03) 100.00% 0.17 (0.16) 

Gear_2 100.00% 0.11 (0.07) 0.17 (0.15) 0.04 (0.03) - 0.06 (0.05) 

Average 100.00% 0.13 (0.10) - 0.04 (0.03) - 0.09 (0.12) 

Table 1: 
Detection, pose estimation and 
assembly rate accuracy for parts 
of the Siemens Innovation 
Challenge in real. 
 
Table 2: 
Detection and pose estimation in 
simulation. 
 
(Both tables): 
For pose estimation, standard 
deviations are reported in 
parentheses. Isometry-breaking 
classification is only relevant for 
gear 1, shaft 1 and shaft 2, which 
have disturbing near isometries.  
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VI.    CONCLUSION 

Our work includes several contributions. First, we show 
that for an assembly task with given 3D CAD files, an accurate 
pose estimation algorithm can be trained to achieve high 
assembly success rates. To the best of our knowledge this is 
the first time that the Siemens Innovation Challenge has been 
addressed with all the parts involved and with high successful 
assembly rates. Second, we show that a two-stage method -  
including a stage bringing the sensor close to the part in a 
canonical pose - can significantly boost pose estimation 
accuracy. Third, the simulation-to-reality gap can be 
significantly bridged by using depth images and the assembly 
task can be learned from simulated images only. Beyond this 
work, we believe that the presented two-stage pose estimation 
algorithm is quite generic and can be applied with some 
adjustments to general assembly tasks. In adapting to a new 
task, datasets generation and network training in our method 
can be performed significantly faster than currently available 
in industrial procedures. It hence has the potential for enabling 
more flexible manufacturing.  
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 j    תקציר 
 

כיום, מרבית משימות ההרכבה הרובוטיות בתעשייה דורשות למקם את החלקים במיקומים  
להצליח במשימה. האילוצים האלו גורמים לעלויות ייצור גבוהות קבועים וידועים מראש כדי 

שואפים לבצע משימת הרכבה  וויכולת הסתגלות נמוכה למשימות הרכבה חדשות. בעבודה הזו אנ
(יכולת   ומסתגלת(לא מתבססת על מיקומים ידועים של החלקים להרכבה)    גמישהרובוטית שתהיה  

בעיקר בסימולציה ולא במשאב הרובוט האמיתי).  שימוש תוך ללמוד משימה חדשה בזמן קצר 
תלת מימדיים. אנו  ) CAD )Computer Aided Designהעבודה מתבססת על שימוש במודלי 

אשר בה הרובוט    –  Siemens Innovation Challenge  –מתמקדים במחקר במשימת הרכבה גנרית  
ינים שונים ושלושה סוגים  , שני פהמערכת נדרש להרכיב מערכת גלגלי שיניים שמכילה את בסיס

  של גלגלי שיניים. 

ת מזרוע רובוטית ות עבודה במציאות ובסימולציה, אשר מורכבוסביב הוקמוכחלק מהמחקר, 
KUKA LBR IIWA 14 R820 לה הוספנו תפסנית ,SAKE ROBOTICS EZGripper על ו

. בנוסף הרכבנו משטח עץ שמשמש  Intel RealSense D415מצלמת עומק  תקנהוההתפסנית 
כשולחן עבודה והדפסנו את חלקי מערכת גלגלי השיניים במדפסת תלת מימד. כדי לגשר על הפער 
שבין סימולציה למציאות, התמקדנו בשימוש בתמונות עומק וביצענו מספר פעולות עריכה על 

  ים. השתמשנו בהן להערכת מיקום החלק  טרם  התמונות האמיתיות והסימולטיביות

אנו מציגים מתודה להערכת מיקום בדיוק גבוה, אשר מורכבת משני שלבים ומבוססת על רשתות 
נוירונים עמוקות. השלב הראשון כולל איתור של החלקים והערכת מיקום גסה, בעזרת תמונות 
שצולמו ממבט על. השלב השני משתמש בתמונות שצולמו מקרוב ומעל המנח הקנוני של החלקים  

הערכת המיקום וסיווג של החלקים בעלי סימטריה חלקית (אשר סיבוב שלהם נראה וכולל טיוב של  
הרשתות של שני השלבים    ). בשלב הלימודשונה ולכן החלק לא סימטרי, אך  במנח הקנוניכמעט כמו  

מתאמנות על תמונות עומק מהסימולציה ובשלב הבחינה (בתהליך ההרכבה האמיתי) נעשה שימוש  
  בתמונות אמיתיות.

ניסויים במציאות, אשר בהם התקבלה טעות  58ליך בחינת ביצועי המתודה שלנו ביצענו בתה
מניסיונות   91%-מעלה, שהובילה להצלחה ב 0.64-מ"מ ו 2.16ממוצעת בהערכת המיקום של 

ההרכבה של חלקים שפוזרו באופן רנדומלי במרחב העבודה של הרובוט. למיטב ידיעתנו, ולאחר 
 Siemens Innovation, זוהי הפעם הראשונה שמשימתSiemensששאלנו את נציגי חברת 

Challenge    ובאחוזי הרכבה מוצלחת גבוהים.   )כל חלקי המערכת(שימוש בנפתרת באופן מלא  

תלת  CADמחקרנו כולל מספר תרומות אקדמיות. ראשית, הראנו כי בהינתן שקיימים מודלי 
ערכת מיקום מדויק ולהשיג אחוזי הרכבה מימדיים של החלקים להרכבה, ניתן לאמן אלגוריתם לה

מוצלחת גבוהים. שנית, הראנו כי מתודה של שני שלבים, הכולל שלב של הבאת המצלמה קרוב  
לחלק, יכול לשפר בצורה משמעותית את דיוק הערכת המיקום. שלישית, ניתן לגשר בצורה 

רמה כזו שהלימוד משמעותית על הפער בין סימולציה למציאות ע"י שימוש בתמונות עומק, ל
מתבצע על תמונות סימולטיביות בלבד. לבסוף, הקמנו סביבות עבודה רובוטיות אשר עובדות 

 יכולות לשמש למחקרים עתידיים רבים. ובתיאום ביניהן במציאות ובסימולציה,  
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  גוריון בנגב-אוניברסיטת בן
  הפקולטה למדעי ההנדסה
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  .                               הלל             -דר' אהרון בר                            
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